1 Errors in Diagnosis

2.1. Introduction

The issues surrounding false alarms in system test and diagnosis are many, and not all are well understood.  There is little consensus in the diagnostic community as to the cause or even definitions of these phenomena.  The D&MC committee recognizes the seriousness of these issues, but is also unable to provide definitive means for characterizing, defining, or providing meaningful metrics for false alarms.  We do, however, wish to work towards such a goal.  To this end, we provide the following informative annex.  The purpose of this annex is to record those aspects of the false alarm phenomena on which we are currently in agreement, in hopes that this lays the groundwork for fertile discussion, better understanding, and an eventual complete and useful characterization of false alarms.

2.2. False Alarms and False Assurances  

What is a false alarm?  Experts in the fields of system test and diagnosis or maintenance of complex systems are far from reaching consensus as indicated by available literature.  The former MIL-STD-2165 defines a false alarm as a fault indicated by built-in test (BIT) or other monitoring circuitry where no fault exists.”  The former MIL-STD-1309C defines false alarm the same way - limiting the definition to BIT.  The RADC Testability Notebook and IEEE 100 are in agreement, defining false alarm more generally as “an indicated fault where no fault exists.”  

These definitions ignore an issue that is important to maintenance of complex systems.  If an indication is known (or thought to be known) to be a false alarm yet does not trigger a maintenance action should it still be categorized as a false alarm?  Some systems provide a filtering mechanism to recognize those symptoms which are known to result in false alarms, effectively squelching the alarm report (failure indication).  While less than an “honest” accounting, this method does effectively reduce the unscheduled (and unnecessary) maintenance activity that results from a false alarm.

So, on the one hand, false alarms are the direct cause of decreased system availability due to diagnosis or other maintenance activity being performed on an otherwise healthy system – potentially resulting in a situation known as either Can Not Duplicate) or No Fault Found (NFF – sometimes also referred to as No Evidence of Fault – NEOF).  On the other hand, despite the reduction in unnecessary maintenance activity provided by filtering techniques, they can also have the undesired effect of reducing  mission effectiveness because indications thought to be false alarms may be ignored when in fact there is an underlying anomalous behavior - resulting in an undetected failure.

The issue of errors is diagnosis goes deeper, however. The converse of a false alarm is generally referred to as false assurance.  A false assurance is the result of an undetected fault;  there is no failure indication of any kind, but a fault does exist in the system.   and it is therefore likely to result in an unscheduled outage or mission abort – or worse yet, a safety critical failure. 

In an effort to quantify the problem of false alarms and false assurances, the committee has developed an EXPRESS representation of the false alarm phenomena, given in clause 2 of this annex, as well as the following matrix that characterizes the phenomena:

	True Alarm – A fault indication where a fault exists 

a. True Acknowledged Alarm: An alarm that triggers a maintenance action 

b. True Ignored Alarm: An alarm that does not trigger  a maintenance action 

c. True Repeatable Alarm: An alarm that can be duplicated  

d. True Non-Repeatable Alarm: An alarm that can not be duplicated
	False Alarm -  A fault indication where no fault exists. 

a. False Acknowledged Alarm: A false alarm that triggers a maintenance action 

b. False Ignored Alarm A false alarm that does not trigger a maintenance action 

c. False Repeatable Alarm: A false alarm that can be duplicated 

d. False Non-Repeatable Alarm  A false alarm that can not be duplicated

	False Assurance  

False Non-Alarm -  No fault indication where a fault exists. 
 
	True Assurance 

False Non-Alarm -  No fault indication where no fault exists. 


To understand how these factors are inherent in the design of a system, we should first examine the measurement issues involved.

2.3. Measurement Theory
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Even under ideal conditions, with “accurate” measurement devices and full information about the system under test (e.g. impedance, signal frequencies), diagnostic errors will still occur. Understanding the roll of measurement errors in diagnostic errors is necessary for a complete understanding.  

A prominent issue in testing is the impact of precision and accuracy of test resources on the certainty of the resulting test outcome. Formalizing the impact of precision and accuracy on test confidence comes from work in measurement theory. Given the need to formalize these factors, we can consider each of them in terms of probability distributions.

The relationship between accuracy and precision is illustrated in Figure 1. The center of the bulls eye represents the "true" value of a measured quantity and the dots individual measurements.  A precise measurement is one where independent measurements of the same quantity closely cluster about a single value (possibly wrong).    An accurate measurement is one where the measurements cluster about the true value of the measured quantity.  In the case of low-precision and  low-accuracy, the data are widely scattered (low precision) and the average is not close to the center (low accuracy).  In low-precision and high-accuracy,  the data are widely scattered (low-precision) but the average is close to the true value (high accuracy).  With high-precision and low-accuracy, the data are not widely scattered (high precision) but their average is not close to the true value (low accuracy).  In the case of high-precision and high-accuracy,  the data are not widely scattered (high precision) and the average is close to the true value (high accuracy).

Thus precision refers to the size of the error compared to the size of whatever is measured.  The precision of a resource characterizes the amount of “scatter” or distribution  one can expect when repeated measurements are made of the same signal. Typically, precision is applied to the measurement process or resource rather than the measurement itself. Thus the precision of a resource can be characterized by considering a probability distribution of measurements. A precise resource would yield a narrow distribution of measure values (i.e., a low variance or standard deviation), while an imprecise resource would yield a wide distribution of measured values (i.e., a high variance or standard deviation).

Accuracy, on the other hand, refers to the relationship between the true value of a quantity and the measured value The accuracy of a measurement corresponds to the amount of “difference” between the measurement and the true value As with precision, accuracy can be modeled as a probability distribution. Typically, accuracy is applied to the measured value rather than the process or instrument used in taking the measurement. Accuracy is determined by taking several independent measurements and calculating the mean deviation from some reference value. 

Inaccuracy can result from two sources—random error and systematic error. Systematic error is also called bias. Random "errors" arise from variations in measurement technique, small changes in the measurement environment, etc.  Random variations effect the precision of a measurement. Truly random effects average out if the results of multiple trials are combined. Systematic errors: These are due to some kind of mistake which does not change during the measurements. For example: If a scale on a thermometer was incorrectly marked all measurements made with that thermometer would be systematically wrong. Systematic errors never enter into a quoted uncertainty. They've either been eliminated if identified or lurk in the background as an unidentified shift of the measurement away from the true value.  Many consider accuracy only in terms of random error (referred to as an unbiased estimate of error) in which bias is ignored or aligned out. Others consider total error in which the bias is included. A complete understanding of the measurement errors is only realized when both random and systematic sources of error are considered.

To determine the appropriate tolerances for a particular test, and thereby determine relevant test outcomes, the precision of the required resources must be considered. The precision will be used to determine the associated bias of the instrument. To determine the precision, typically, several independent measurements are taken for that instrument under known conditions and the resulting distribution determined. Then the width of the distribution is determined by using, for example, variance. 

Next, measurement error is considered by examining the distribution characterizing accuracy. Given the system to be tested and a measurement to be made, a distribution of “nominal values” for that measurement can be determined. From this distribution, in the simplest case, Pass/Fail criteria are established based on the probability of a measurement occurring within some set of defined limited applied to that measurement (Figure 1).

Generally the Pass/Fail criteria are determined by considering expected values for a fault-free unit. “Significant” deviation from these expected values results in the fail outcome for that test. The limits define what is meant by “significant.” During testing, a measurement value is typically mapped into a discrete outcome determined based upon which side of these limits the measurement falls.
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Figure 1. Setting Pass/Fail Criteria

Once the measured value is mapped into the discrete outcome, interpreting the test results becomes problematic. Specifically, when considering a single measurement, the probability of that measurement being within tolerance will be P(x), and the probability of it being out of tolerance will be 1 – P(x). (Actually, these are conditional probabilities since the actual probability depends on whether or not the unit has failed.)
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Figure 2. Behavior Distribution

In determining the base confidence (i.e., either the expected confidence or the maximum confidence) in the outcome, we want to consider P(x=in-tolerance|c=good) and P(x=out-of-tolerance|c=bad). As shown in Figure 2, problems occur when a measurement for a good unit is out of tolerance (referred to as a “Type I error”) or a measurement for a bad unit is in tolerance (referred to as a “Type II error”).

As discussed earlier, most test tolerances are determined given the distribution of values for a fault-free unit (i.e., assuming the test should pass). Different failure modes, however, exhibit different types of behavior and also generate distributions of measurement values. Understanding how these failure modes are manifest can be used to refine the definitions of tests and the tolerances on those tests.  The manifestation of the failures impacts the diagnostic process.

If we consider a combined distribution where the population includes fault-free as well as faulty units, we may begin to see multi-modal distributions. These distributions should be constructed with representative samples of faulty and fault-free units, based on failure rate information for each of the failure modes. Under these conditions, the various modes of the distribution will correspond to the various states (or “modes”) of the unit (Figure 3).

The above scenario works fairly well when considering isolated elements in a unit and directly measuring the presence or absence of unit characteristics. Unfortunately, the process of capturing and modeling unit behavior (either faulty or fault-free) becomes very complex within the context of a system. Expected behavior of a component evaluated outside of a system (e.g., with direct probing) is likely to be very different from the same component evaluated within the system .
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Variations in behavior arise from interactions between components in the system, thus (significantly) perturbing the expected values when measurements are taken (except in very simplistic cases). Determining tolerances on tests for diagnosis can be complicated by this. Thus the ability to re-use tests is largely limited to test methods only. Tolerances, confidences, and inferences must be re-engineered for each type of system.

Given the complexity associated with manually analyzing a system to determine performance and test tolerances, fault simulation is frequently used as an approach to analyzing effects of failure modes within a system and synthesizing appropriate tests. Unfortunately, using simulation as the basis for generating tests and diagnostics is very expensive. Incorporating models for error sources or instrument precision make the simulations even more accurate, and even more expensive. 

One approach to reducing cost is to model the test error (thereby determining test outcome base confidence) and test-to-fault confidence separate from the simulation. The former restores the simulation to the case where one assumes perfect instrumentation, and the latter reduces the scope of the simulation by restricting the space of possible faults simulated. Unfortunately, no matter how robust the models or the simulation, situations will always occur in which results are in error. The best way to deal with these situations is to have a diagnostic capability employing some form of reasoning under uncertainty and learning. 

The existence of these types of errors is not in dispute, although their magnitude may be, and it is therefore important that we have measures and characteristics that address these problems.

2.4. The False Alarm Prediction

False alarms are the result of imperfect testing.  The better we understand a process or technology, the more accurate and precise the testing becomes.  False alarms usually become a problem when system complexity becomes great, or a design pushes the state-of-the-art, or both.  Four viable solutions to reducing (but not eliminating) false alarms are available.

Improving test science - We can avoid false alarms by sampling more often, modeling in greater detail, and accounting for a greater number of variables.  In the case of BIT, this creates an increased software requirement and may require the addition of sensors to the Built-In-Test-Equipment (BITE).

Increasing tolerances for the test - We can avoid errors near threshold as shown in figure 3 by moving the thresholds inward and decreasing the tests sensitivity to anomalous behavior.  This will reduce the ability of the test to detect real anomalies.  This in turn will aggravate the false assurance problem (see below).  While it certainly will reduce false alarms it will not improve the overall maintenance situation.  Despite that, this remedy is often used for BIT.

Conducting repeat polling - In repeat polling we try to avoid false alarms by executing a test multiple times.  Each time the test is evaluated, the test algorithm uses the result to confirm any previous executions.  In a static test situation, this would work statistically if the tests were independent of one another (seldom true).  In the dynamic situation, the intention is to allow transient situations to work there way through the system without triggering a failure indication.  A better approach would be to recognize transient characteristics using the first solution above.

Cross-correlating information - We can correlate an anomalous indication with other tests to either confirm or deny the original information.   This is not possible without an inference model.

The first three of these methods are empirical.  The last can be done analytically.  The information models provided in The Enhanced Diagnostic Inference Model (EDIM) of IEEE 1232 can be used to measure this ability.  Assume that an indication of failure is provided from some test ti.  Then  additional test outcomes (as specified in the outcome_infers of the EDIM) would be able to infer the outcome of ti that indicates the failure.  We call this False Alarm Tolerance (FATal) because it provides a measure of our ability to deny a potential false alarm. The al subscript is important to differentiate it from the false assurance measures.  The actual measure is given as a percentage of the available tests that can be used in this way.  Note that the available test are all the members of the test set except ti which cannot confirm its own outcome.  For the ith test in the set of tests, the false alarm tolerance is given by: 

(FATal)i = ( ( tq ; tq(  ti) / (|T| -1)  where |T| is the population of the test set, and tq(  ti sums only those tests that can be used to affirm the indication outcome.

For the test set as a whole, the false alarm tolerance is a measure of the average false alarm tolerance for the individual tests:



(FATal) = ( ( (FATal)i) / ((|T| -1) (|T|)) 

An ideal value of (FATal) is 0.500, which is based upon a theoretical infinite sized, serial system with binary test outcomes.  If the value exceeds this, other testability problems including feedback and redundancy will be present.  In truly complex systems this cannot be computed by hand and tq(  ti  should include the results of any inference chaining that may be available from the EDIM outcome_infers.  Both of these imply that an automated tool should be used.

2.5. The False Assurance Specification

The False Assurance is even less measurable than the false alarm.  It pre-supposes that an assurance was made, and that it was false.  Let us define some terms that are not recorded in current maintenance processes.

Let Ai be an assurance event that either happens periodically for continuous operations, before a mission in mission operational scenarios, or on demand in either scenario.

Let ( be an assurance period that it is agreed applies to the assurance event.  

Let Ui be an unscheduled maintenance event that occurs after Ai and within the period (
Then a portion of Ui can be attributed to the assurance event providing false information FIi.

And, FIi  =(i Ui the quantity of interest is the FIi, and the proportion ((i) is the complement of  probability that a failure occurs after the assurance event but before (.   

The subscript indicates that (() is dependant upon the individual event, as well as the system history and the maintenance history.  While this is difficult, with accurate failure rates and time tracking it may very well be computable.  Given that the above is attainable, the we can proceed to define both a rate and a burden as we did with the false alarm measure:

FIrate or the rate at which FI events occur.  This is normally stated as per operating hour or per thousand operating hours.

FIrate = ( ( FIi ) / O where O is the number of operating hours.

FIBurden or the proportion of maintenance events that result in a CND.

FIBurden = ( ( FIi ) / ( ( Ai ) where MA are maintenance actions.

These measures can be converted to unscheduled maintenance events as follows:

FIrate = ( ( (i Ui ) / O where O is the number of operating hours.

FIBurden = ( ( (i Ui) / ( ( Ai ) where MA are maintenance actions.

2.6. The False Assurance Prediction

False assurances, like false alarms, are the result of imperfect testing.  The better we understand a process or technology, the more accurate and precise the testing becomes.  False assurance also becomes a problem when system complexity becomes great, or a design pushes the state-of-the-art, or both.  Three viable solutions to reducing (but not eliminating) false assurance are available.

Improving test science - As with false alarms, we can avoid false assurance by sampling more often, modeling in greater detail, and accounting for a greater number of variables.  In the case of BIT, this creates an increased software requirement and may require the addition of sensors to the Built-In-Test-Equipment (BITE).

Decreasing tolerances for the test - We can avoid errors near threshold as shown in figure 3 by moving the thresholds outward and increasing the tests sensitivity to anomalous behavior.  This will increase the tendency of the test to detect statistical, but not real anomalies.  This in turn will aggravate the false alarm problem (see above).  While it certainly will reduce false assurance it will not improve the overall maintenance situation.  Despite that, this remedy is often used on safety critical items.

Cross-correlating information - We can correlate an assurance indication with other tests to either confirm or deny the original information.   This is not possible without an inference model.

The first two of these methods are empirical.  The last can be done analytically.  The information models provided in The Enhanced Diagnostic Inference Model (EDIM) of IEEE 1232 can be used to measure this ability.  Assume that an indication of assurance is provided from some test ti.  Then additional test outcomes (as specified in the outcome_infers of the EDIM) would be able to infer the outcome of  ti that indicates the failure.  We call this False Assurance Tolerance (FATas) because it provides a measure of our ability to affirm a potential assurance. The as subscript is important to differentiate it from the false alarm measures.  The actual measure is given as a percentage of the available tests that can be used in this way.  Note that the available tests are all the members of the test set except ti, which cannot confirm its own outcome.  For the ith test in the set of tests, the false alarm tolerance is given by: 

(FATas)i = ( ( tq ; tq(  ti) / (|T| -1)  where |T| is the population of the test set, and tq(  ti sums only those tests that can be used to affirm the assurance outcome.

For the test set as a whole, the false assurance tolerance is a measure of the average false assurance tolerance for the individual tests:



(FATas) = ( ( (FATas)i) / ((|T| -1) (|T|)) 

An ideal value of (FATas) is 0.500, which is based upon a theoretical infinite sized, serial system with binary test outcomes.  If the value exceeds this, other testability problems including feedback and redundancy will be present.  In truly complex systems this cannot be computed by hand and tq(  ti  should include the results of any inference chaining that may be available from the EDIM outcome_infers.  Both of these imply that an automated tool should be used.

2.7. Summary

The development of the measures in this paper are probably the most abstract of the many measures of testability that will be developed for IEEE 1522.  They do, however, deal with very real problems of test and diagnosis.  These measures are considered informative at this time and will no doubt change in subsequent revisions of this standard.
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ENTITY Action;

END_ENTITY;

(*
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ENTITY Alarm
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ENTITY Nondetect
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Figure 3. Multi-Modal Behavior Distributions


Figure 3. Errors Arising Near Thresholds
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