Bluetooth Quality of Service

Introduction

The Bluetooth 1.1 Core Specification incorporates a number of mechanisms that can affect the QoS as seen by a Bluetooth application. The 1.2 specification adds some new features that give more options, and also attempts to clarify some parts of the L2CAP QoS section.

The parameters that affect the application QoS are not contained in one location. The choice of connection type and other setup parameters affect QoS, and for ACL connections there is a QoS feature in L2CAP. It therefore is necessary to differentiate from the overall QoS as seen at the application from the more restricted use of the term in the L2CAP section of the specification.

This document summarises how all features can influence QoS at the application for piconets using the 1.1 Core specification, although some comment will be made about 1.2 features. Discussion of QoS in scatternets is not attempted.

Application layer QoS

The factors that define application layer QoS are:

· Bandwidth

· Latency

· Error rate (corrected)

However, for each of these parameters, it is possible to specify limits on variation on these parameters, e.g. delay (latency) variation. It is also useful for systems that offer service to have some information about variation in parameters, e.g. the burstiness of data flow affects buffering requirements.

Although there are only a few factors that define application QoS, there are clearly many different ways of using a radio to optimize one or more QoS parameters. These factors are linked; therefore there is limited degree of freedom in improving one factor without adversely affecting another. For example, if zero error rate is required then an infinite latency may result because a packet may be retransmitted indefinitely under adverse radio conditions.

Different radio technologies have differing capabilities to offer levels of QoS. The challenge is to specify QoS ranges that can be specified in a universal way, such that any suitable radio technology can implement the required service appropriately.

Bluetooth Channels

A Bluetooth radio can use two types of channel: Connectionless and connection oriented. 

Within connection oriented channels, there are two stream types: Asynchronous and Synchronous.

In Bluetooth connection oriented channels, Asynchronous data is mapped over L2CAP to ACL packets types. Synchronous data is mapped to SCO (and optionally eSCO in 1.2 radios) packets.

Connectionless Channels

Bluetooth does not currently include true connectionless channels as supported by other contention access based technologies such as Ethernet or 802.11. Bluetooth does allow an unreliable broadcast mechanism from a master to a number of slaves that are connected in a piconet. The broadcast packets are not acknowledged by the slaves; therefore, the master cannot know if the broadcast packet was received by any slave. The master may repeat the broadcast to improve reliability, but the stack does not filter repeat transmissions of the first fragment of an L2CAP packet. This can leads to multiple fragments of L2CAP packets being passed up the stack. Because of the lack of reliability and the creation of duplicate fragments of data the use of broadcast is not recommended for L2CAP traffic, and broadcast is generally not used in most Bluetooth applications.

In QoS terms, the connectionless broadcast therefore offers only one direction of data flow, with no QoS guarantee of any sort.

ACL Channels

Bluetooth is fundamentally designed to use devices in connected states. The factors that affect the QoS of a connected ACL channel are:

· Poll interval – this is the maximum interval at which the piconet master should transmit to a slave, allowing the slave to respond. This interval is therefore a factor in determining the maximum latency of transmission at the application.  The maximum latency is also affected by other factors (e.g. burstiness of data and noise on the radio link.)
· Packet type – most packets contain a CRC checksum for error checking, and DM packets include FEC for error correction. Devices that support Channel Quality Driven Data Rate (CQDDR) will attempt to choose packet type to maintain the maximum data rate under the current radio conditions.

· Retransmission mode – ACL packets with CRCs can be retransmitted for a period defined by the flush timeout.

· Flush timeout – this defines for how long a packet is retransmitted. Infinite flush timeout means that a packet is retransmitted continuously until it is received correctly. With finite timeout, packets are discarded if not successfully transmitted within the timeout interval.

· L2CAP QoS settings. Best Effort or Guaranteed, Delay Variation, Token Rate, Token Bucket Size, Peak Bandwidth, Latency.

· Power saving mode (Park, Hold and Sniff). These modes allow devices to be absent from connections, and therefore increase latency and reduce bandwidth in order to conserve power. Entering these modes is negotiated from the normal connected state. The use of lower power modes can be negotiated by either master or slave at any time during a connection. In general, each device is responsible for its own power modes, so it is expected that battery powered devices will request low power modes when possible.

Synchronous channels (SCO and eSCO packets)

In Bluetooth synchronous packets a slot at a fixed interval is reserved. In SCO synchronous packets there is no retransmission, and if a packet is not received correctly it is dropped. In eSCO packets there is an optional retransmission window, but only until the next reserved slot. In SCO links the poll interval is fixed by the packet type, whereas in eSCO links the poll interval is negotiable.

Synchronous links without retransmission (SCO) give fixed latency, with zero delay variation, but a finite probability of packets being lost. These characteristics are mainly suitable for streamed audio data where the data is only meaningful for a short duration. Therefore, if packets are lost, the receiving application has to accept the loss and attempt to reconstruct or replace the lost data.

Synchronous links with retransmission (eSCO) allow limited retransmission during the time until the next packet is due to be transmitted. This is equivalent to a Flush Timeout equal to the Poll Interval for the link. 

SCO and eSCO packets do not use L2CAP and they are treated separately in the Bluetooth specification; therefore the L2CAP QoS parameters in Bluetooth are not applied to synchronous data (but the same parameters could easily be mapped to synchronous channels).

 Asynchronous channels (ACL packets)

 When setting up an ACL link the configuration is dealt with at two levels:

· Baseband – the packet types, poll interval and flush timeout are negotiated.

· L2CAP – L2CAP defines two service levels: Best Effort or Guaranteed. Best effort means no defined QoS, whereas Guranteed can be defined using five additional QoS parameters:

· Delay Variation 

· Token Rate

· Token Bucket Size

· Peak Bandwidth

· Latency  

 

The exact meaning of each of these parameters is defined in Appendix A, which contains the QoS section from the Bluetooth 1.1 Core Specification.

L2CAP Service Request Model

The model by which the L2CAP QoS requirement is requested is that an application requests an L2CAP channel with a set of QoS parameters. This immediately restricts the connection type to a connected asynchronous channel. The L2CAP entity then chooses the appropriate BB connection parameters and negotiates the opening of a BB link. Since there is no parameter for link error rate, the assumption is that an error free link is required, which means an infinite Flush timeout is the default. Choosing a less than infinite timeout allows for packets to be dropped and a finite packet loss rate.

The mapping between the L2CAP QoS requirement and BB link parameters is not specified and is manufacturer specific. It should be noted that at the time of writing commercial Bluetooth implementations do not support QoS parameters, (all data is treated as equal priority, and baseband parameters are usually set by applications rather than by L2CAP). However, the intended effect of each QoS parameter can be stated in general terms. 

The token rate is the continuous data rate required, and can be used in conjunction with latency to choose the Poll rate required to deliver the required bandwidth.

The token bucket size is the maximum burst data that can be sent, and is useful for calculating buffer memory requirements.

The peak bandwidth gives the maximum data rate equivalent to a continuous transmission. This is mainly of use in resource sharing calculations.

The latency is the maximum acceptable delay to air, and together with token rate can be used to calculate the required Poll rate.  However, there is no way to co-ordinate the instant of data delivery at the host level.

The delay variation is the variation in time delay between packets, and is mainly of use for calculating buffer memory requirements.

The Poll interval chosen by the L2CAP entity for a link has most direct affect on the latency requested. The ability to cope with varying data throughput is built in to the BB using the Poll interval:

· The Poll interval defines the maximum time between Polls from the master, but if either side still has data to exchange, then additional packets can be exchanged in either direction (provided no other piconet member requires service).

· 
Figure 1 below shows how a radio can transmit bursty and non-bursty data stream in different ways and still meet the QoS requirement.

Figure 2 below shows how different Poll intervals can be used with two slaves 

The main limitation of the QoS model in any radio is that the QoS will be affected by varying radio conditions. For example, latency will vary depending on how many retransmissions are required for a packet. This is not predictable other than by use of statistical models. One of the main problems in the use of the QoS model in Bluetooth is that different radio manufacturers may interpret the same QoS parameters differently. For example, one may interpret the latency as the Poll interval (i.e. in the absence of retransmissions), while another may set the Poll interval to a worst case of three retransmissions.
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Figure 1 Bursty and non-bursty data
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Figure 2 Poll Intervals to 2 Slaves

Resource Sharing in Piconets

Resource sharing can occur in two ways:

· A single BB link to a host running multiple L2CAP channels

· A host with BB links to multiple peer devices

The scheduling requirements in the two cases are clearly different, but the mapping between L2CAP QoS parameters and BB configuration is not specified for either case and is manufacturer specific. 

In order to achieve a given level of QoS, the L2CAP entity should choose the correct BB parameters during connection set up. For applications that must share resources, the L2CAP QoS parameters can be used by a host device to allocate resources between multiple connections. Within the Guaranteed service level there is no means to prioritize one L2CAP channel against another. In reality therefore, most solutions are likely to allocate resources once at initialization, so later service requests will only be allocated service within the remaining available resources.

Typically:

· Link Manager sets Poll Interval according to a combination of average bandwidth and latency. This poll interval is negotiated between master and slave using link management messages.

· Link Manager accepts or rejects QoS requests based on comparing requested capacity with its remaining capacity. The capacity is measured by bandwidth (both average and the worst case determined by peak and token bucket) and latency.

Once one or more BB links have been set up by the L2CAP entity on the radio, the BB mechanism of the Master polling the slave at the Poll instants is used to exchange data. Each ACL packet sent must be acknowledged, and if the slave responds with an ACL packet, the Master should Poll again until a Null reply is received, indicating no more Slave data. The Master may stop polling if it has other resources that require attention. 

If a packet requires repeated transmission, then no further data on that channel can be sent until that packet is acknowledged or flushed. Therefore, in the case of a Master with multiple active Slave devices, the choice of Poll interval and Flush Timeout can greatly affect throughput on devices in the piconet. The effect of Poll interval is illustrated in figure 3 below.

In the upper diagram of figure 3, the Poll interval is set to 5ms, and with four slaves this means that the Master must Poll each Slave in turn for one slot only. There is no opportunity to retransmit a packet until the next Poll interval for that Slave. 

In the lower diagram of figure 3, the Poll interval has been set to 10 ms for each slave. That means there are four spare slots per 10 ms interval. The figure shows the Master polling Slave 1 five times without receiving a valid reply. After 5 Polls, the Master must poll the other Slaves to meet the Poll interval requirement. This Poll interval delivers a longer latency for all Slaves, but does allow for either retransmissions or for bursty traffic from the Slaves.
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Figure 3 Effect of Poll interval in piconet polling

Conclusions

· Application level QoS depends on a number of related BB parameters for a Bluetooth radio, and not just on the L2CAP QoS parameters.

· The L2CAP QoS model was based on IETF RFC 1363. However, this was designed for internet usage, not wireless technology, and it has some limitations. For example, on the internet packet loss/delay is largely congestion related, whereas in wireless systems it is due to radio interference.
· In order to specify a set of QoS parameters for use with multiple radio technologies, the set of parameters used should include consideration of the following:

· Connected and Unconnected links
· Synchronous and Asynchronous links
· Corrected error rates, and the effect of retransmissions

· Latency and latency variation

· Bandwidth and bandwidth variation

· The statistical nature of radio link performance

Appendix A

5.3 QUALITY OF SERVICE (QOS) OPTION

This option specifies a flow specification similar to RFC 13631. Although the

RFC flow specification addresses only the transmit characteristics, the Bluetooth

QoS interface can handle the two directions (Tx and Rx) in the negotiation

as described below.

If no QoS configuration parameter is negotiated the link shall assume the

default parameters. The QoS option is type 0x03.

1. Internet Engineering Task Force, “A Proposed Flow Specification”, RFC 1363, September 1992.

In a configuration request, this option describes the outgoing traffic flow from

the device sending the request. In a positive Configuration Response, this

option describes the incoming traffic flow agreement to the device sending the

response. In a negative Configuration Response, this option describes the preferred incoming traffic flow to the device sending the response.

L2CAP implementations are only required to support ’Best Effort’ service, support

for any other service type is optional. Best Effort does not require any

guarantees. If no QoS option is placed in the request, Best Effort shall be

assumed. If any QoS guarantees are required then a QoS configuration

request shall be sent.

The remote device’s Configuration Response contains information that

depends on the value of the result field (see Section 4.5 on page 48). If the

request was for Guaranteed Service, the response shall include specific values

for any wild card parameters (see Token Rate and Token Bucket Size descriptions)

contained in the request. If the result is “Failure – unacceptable parameters”,

the response shall include a list of outgoing flow specification parameters

and parameter values that would make a new Connection Request from the

local device acceptable by the remote device. Both explicitly referenced in a

Configuration Request or implied configuration parameters can be included in

a Configuration Response. Recall that any missing configuration parameters

from a Configuration Request are assumed to have their most recently

accepted values.

If a configuration request contains any QoS option parameters set to “do not

care” then the configuration response shall set the same parameters to “do not

care”. This rule applies for both Best Effort and Guaranteed Service.

The option data fields are:

• Flags (1 octet)

Reserved for future use and shall be set to 0 and ignored by the receiver.

• Service Type (1 octet)

This field indicates the level of service required. Table 5.1 on page 59

defines the different services available. The default value is ‘Best effort’.

If ’Best effort’ is selected, the remaining parameters should be treated as

optional by the remote device. The remote device may choose to ignore the

fields, try to satisfy the parameters but provide no response (QoS option

omitted in the Response message), or respond with the settings it will try to

meet.

If ’No traffic’ is selected, the remainder of the fields shall be ignored because

there is no data being sent across the channel in the outgoing direction.

• Token Rate (4 octets)

The value of this field represents the average data rate with which the application

transmits data. The application may send data at this rate continuously.

On a short time scale the application may send data in excess of the

average data rate, dependent on the specified Token Bucket Size and Peak

Bandwidth (see below). The Token Bucket Size and Peak Bandwidth allow

the application to transmit data in a 'bursty' fashion.

The Token Rate signalled between two L2CAP peers is the data transmitted

by the application and shall exclude the L2CAP protocol overhead. The

Token Rate signalled over the interface between L2CAP and the Link Manager

shall include the L2CAP protocol overhead. Furthermore the Token

Rate value signalled over this interface may also include the aggregation of

multiple L2CAP channels onto the same ACL logical transport.

The Token Rate is the rate with which traffic credits are provided. Credits

can be accumulated up to the Token Bucket Size. Traffic credits are consumed

when data is transmitted by the application. When traffic is transmitted,

and there are insufficient credits available, the traffic is non-conformant.

The Quality of Service guarantees are only provided for conformant traffic.

For non-conformant traffic there may not be sufficient resources such as

bandwidth and buffer space. Furthermore non-conformant traffic may violate

the QoS guarantees of other traffic flows.

The Token Rate is specified in octets per second. The value 0x00000000

indicates no token rate is specified. This is the default value and means “do

not care”. When the Guaranteed service is selected, the default value shall

not be used. The value 0xFFFFFFFF is a wild card matching the maximum

token rate available. The meaning of this value depends on the service type.

For best effort, the value is a hint that the application wants as much bandwidth

as possible. For Guaranteed service the value represents the maximum

bandwidth available at the time of the request.

• Token Bucket Size (4 octets)

The Token Bucket Size specifies a limit on the 'burstiness' with which the

application may transmit data. The application may offer a burst of data

equal to the Token Bucket Size instantaneously, limited by the Peak Bandwidth

(see below). The Token Bucket Size is specified in octets.

The Token Bucket Size signalled between two L2CAP peers is the data

transmitted by the application and shall exclude the L2CAP protocol overhead.

The Token Bucket Size signalled over the interface between L2CAP

and Link Manager shall include the L2CAP protocol overhead. Furthermore

the Token Bucket Size value over this interface may include the aggregation

of multiple L2CAP channels onto the same ACL logical transport.

The value of 0x00000000 means that no token bucket is needed; this is the

default value. When the Guaranteed service is selected, the default value

shall not be used. The value 0xFFFFFFFF is a wild card matching the maximum

token bucket available. The meaning of this value depends on the service

type. For best effort, the value indicates the application wants a bucket

as big as possible. For Guaranteed service the value represents the maximum

L2CAP SDU size.

The Token Bucket Size is a property of the traffic carried over the L2CAP

channel. The Maximum Transmission Unit (MTU) is a property of an L2CAP

implementation. For the Guaranteed service the Token Bucket Size shall be

smaller or equal to the MTU.

• Peak Bandwidth (4 octets)

The value of this field, expressed in octets per second, limits how fast packets

from applications may be sent back-to-back. Some systems can take

advantage of this information, resulting in more efficient resource allocation.

The Peak Bandwidth signalled between two L2CAP peers specifies the data

transmitted by the application and shall exclude the L2CAP protocol overhead.

The Peak Bandwidth signalled over the interface between L2CAP and

Link Manager shall include the L2CAP protocol overhead. Furthermore the

Peak Bandwidth value over this interface may include the aggregation of

multiple L2CAP channels onto the same ACL logical transport.

The value of 0x00000000 states that the maximum bandwidth is unknown,

which is the default value. When the Guaranteed service is selected, the

default value shall not be used.

• Access Latency (4 octets)

The value of this field is the maximum acceptable delay of an L2CAP packet

to the air-interface. The precise interpretation of this number depends on

over which interface this flow parameter is signalled. When signalled

between two L2CAP peers, the Access Latency is the maximum acceptable

delay between the instant when the L2CAP SDU is received from the upper

layer and the start of the L2CAP SDU transmission over the air. [ID93]When

signalled over the interface between L2CAP and the Link Manager, it is the

maximum delay between the instant the first fragment of an L2CAP PDU is

stored in the Host Controller buffer and the initial transmission of the L2CAP

packet on the air.

Thus the Access Latency value may be different when signalled between

L2CAP and the Link Manager to account for any queuing delay at the

L2CAP transmit side. Furthermore the Access Latency value may include

the aggregation of multiple L2CAP channels onto the same ACL logical

transport.

The Access Latency is expressed in microseconds. The value 0xFFFFFFFF

means “do not care” and is the default value. When the Guaranteed service

is selected, the default value shall not be used.

• Delay Variation (4 octets)

The value of this field is the difference, in microseconds, between the maximum

and minimum possible delay of an L2CAP SDU between two L2CAP

peers. The Delay Variation is a purely informational parameter. The value

0xFFFFFFFF means “do not care” and is the default value.
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