IEEE P1711 Draft2006-12-10

IEEE Trial Use Standard for a Cryptographic Protocol for Cyber Security of Substation Serial Links
Prepared by Working Group C6 of the 
Substations Committee

Copyright © 2007 by the Institute of Electrical and Electronics Engineers, Inc.
Three Park Avenue
New York, New York 10016-5997, USA
All rights reserved.

This document is an unapproved draft of a proposed IEEE Standard.  As such, this document is subject to change. USE AT YOUR OWN RISK! Because this is an unapproved draft, this document must not be utilized for any conformance/compliance purposes. Permission is hereby granted for IEEE Standards Committee participants to reproduce this document for purposes of IEEE standardization activities only. Prior to submitting this document to another standards development organization for standardization activities, permission must first be obtained from the Manager, Standards Licensing and Contracts, IEEE Standards Activities Department. Other entities seeking permission to reproduce this document, in whole or in part, must obtain permission from the Manager, Standards Licensing and Contracts, IEEE Standards Activities Department.

IEEE Standards Activities Department
Standards Licensing and Contracts
445 Hoes Lane, P.O. Box 1331
Piscataway, NJ 08855-1331, USA
Editor’s Notes

	Date
	Note
	Disposition

	2006-12-07
	1. When transferring AGA 12-2 background and operational concept text, I changed the text to remove all “shall” statements. The objective is to make this an informative clause. The clause was too long for a forward so I included it as part of the introduction. If it could be summarized in a few sentences, then the complete text could be moved to an informative annex. If a short summary is not adequate as part of the introduction, then I think it is better as part of the introduction.
	

	2006-12-07
	2. I changed the notation SCM/MCM or SCM and MCM to “cryptographic module” and I did not use the acronym CM because it could be mistaken for a typographical error – I always spelled out cryptographic module. 
	

	2006-12-07
	3. It seems to me that in Clause 1.3, a generic picture of the components addressed in P1711 would help the reader visualize the relationship of these components.
	

	2006-12-07
	4. In clause 1.3.2.9.1, paragraph 4, the term cryptographic module rather than SCM is used. This should be reviewed because SCMs talk to other SCMs. The question is whether MCMs talk to other MCMs; if so, the text is correct. If not, “cryptographic module” should be replaced by “SCM” in this text.
	

	2006-12-07
	5. In the informative text I used the term “generic” when referring to a SCM or MCM design.
	

	2006-12-07
	6. I created headliners as needed to group the text. These headliners are certainly subject to change.
	

	2006-12-09
	7. The term MUST used in AGA 12-2 was replaced with the term “shall.”
	

	2006-12-09
	8. Throughout the document, the term “cryptographic module” should be reviewed to determine if it truly applies to both SCM and MCM. If it does not, then it should be replaced by either SCM or MCM.
	

	2006-12-09
	9. AGA 12-2 contained a mix of can, should, may, shall, and must statements. Sometimes the term was capitalized for emphasis. I did my best to determine the appropriate IEEE term, but each clause should be carefully reviewed to make sure the requirement is correctly stated.
	

	2006-12-09
	10. Definitions in Clause 3.1 need to be reviewed. They are not correctly stated according to IEEE rules. They also include technical information that should be in the normative clauses of P1711.
	

	2006-12-09
	11. The definition of PE-mode includes a reference to WKM1 for the rationale behind its design. I believe it would be most valuable for this reference be included as an informative annex to P1711.
	

	2006-12-09
	12. I copied Clause 4.2.3.4, 4.2.3.5, 4.2.3.6, 4.2.3.7, 4.2.4, 4.2.5, 4.2.6, 4.2.7, 4.2.8 and 4.2.9 from AGA 12-2 with minor editorial changes. My concern is that the specification uses a non-standard specification of message types. I think it would be better if we used a standard specification of message types using ASN.1. If WG C6 agrees, I will translate the current message type specification to ASN.1.
	

	2006-12-09
	13. Clause 5 needs to be carefully reviewed, modified and augmented to reflect current experience and lessons learned. 
	

	2006-12-09
	14. The notation used in Chapter 5 needs to be reviewed and text needs to be added so the reader will properly interpret the text.
	

	2006-12-09
	15. Clause 5.2 is very important because the situation described was a major problem in getting AGA 12 prototype cryptographic modules to work properly. Specifically, the following issues need to be addressed.

· Clause 5.2 seems to be addressing SCM only. Do we need to address MCM issues where the host is a technician’s laptop computer?
· Clause 5.2 talks in terms of the SCADA master station (in AGA 12-2 this was called a SCADA host). What, if any, text is needed to address the functions of the FEP between the SCADA master station and the modem bank?

· The notation [ -------------- ] shown is not well understood and needs to be clarified.
	

	2006-12-09
	16. The bibliography, definition of terms and acronyms, etc will be added / updated after initial review by WG C6.
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This standard applies to systems used to communicate between the control center SCADA master and intelligent electronic devices (IEDs) for substation integrated protection, control and data acquisition. The requirements of this standard are in addition to those contained in standards for individual devices (e.g., relays, switchgear).

This standard applies to a rapidly changing technology. It is anticipated that frequent revision may be desirable.
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1. Overview
1.1 Scope

This trial use standard defines the cryptographic protocol for cyber security of serial SCADA links that implement the requirements of IEEE P1689
. The cryptographic protocol will protect serial communications between master stations and remote terminal units (RTUs) from cyber attack.
1.2 Purpose

Utilities will use this standard as part of a procurement specification to ensure that cyber security devices built by different solution providers are interoperable. Solution providers will use the cryptographic protocols to build interoperable open system cyber security devices that protect existing asynchronous serial communications against cyber attack.
1.3 Background and motivation for IEEE P1711
Foundational technology and operational concepts are used to develop IEEE P1711 are described.
1.3.1 Foundational technology
The American Gas Association (AGA) commissioned the Gas Technology Institute to assemble a project team of technical experts to develop an AGA recommended practice known as AGA Report 12. Several US government agencies and private organizations funded this initiative. AGA Report 12 was envisioned to be a series of documents that included at least 4 parts.
AGA Report 12, Part 1 (AGA 12-1):  The normative clauses of AGA 12-1 specify the general requirements, which by reference are part of the requirements for subsequent parts of the AGA Report 12 series. AGA 12-1 was successfully balloted and published as a recommended practice for the gas industry. AGA 12-1 was used to develop IEEE P1689 for the electric industry.
AGA 12-1, Annex A: Annex A was to specify the requirements for managing all cryptographic keying material required by AGA 12-1. The project was terminated due to lack of funds before Annex A was completed and readied for ballot.

AGA 12-2, Annex B: Annex B was to specify the security requirements to protect data at rest – data that resides in any repository. The project was terminated due to lack of funds before Annex B was completed and readied for ballot.
AGA Report 12, Part 2 (AGA 12-2): The normative clauses of AGA 12-2 were to specify all security requirements needed to implement a retrofit solution to protect existing asynchronous serial communications. These requirements were constrained to minimize any need to modify existing hardware and software in the SCADA master station, front-end processors, or field devices, such as remote terminal units (RTUs) and other intelligent electronic devices (IEDs). SCADAsafe is the cryptographic protocol developed and vetted by US national laboratories and field tested by several utilities to protect SCADA serial communication links with minimal impact on operational performance
. The project was terminated due to lack of funds before AGA 12-2 was completed and readied for ballot. AGA 12-1 was used to develop IEEE P1711 for the electric industry.
AGA Report 12, Part 3 (AGA 12-3): AGA 12-3 was to specify the security requirements for Internet Protocol (IP)-based communication networks. The project was terminated due to lack of funds before AGA 12-3 was started.
AGA Report 12, Part 4 (AGA 12-4): AGA 12-3 was to specify the security requirements for embedding the security functions in the hardware and software of SCADA master stations, front end processors, and field devices. The project was terminated due to lack of funds before AGA 12-4 was started.

1.3.2 Operational concepts

Based on interviews with utility engineers, the cryptographic protection equipment should be designed to operate considering the following:

· Utilities want to control access to their SCADA systems, but the software and hardware traditionally have provided little to no access control or other security functions.  (They were designed before these issues were considered.)

· The utilities have significant investment in the software and hardware that is in place, and limited resources, so a replacement of equipment to provide the desired access and security functions is likely to be viewed unfavorably.

· Conversely, a solution that leaves existing units in place (which often have significant lifetimes) has a higher potential for acceptance.

· The large number of SCADA protocols makes protecting all of them difficult.  However, the majority of equipment operates on either of two protocols.

· SCADA equipment is (or can be) physically protected by the facilities in which it is installed — buildings, fences, etc.

· SCADA communications pass through areas that cannot be protected by utilities — phone company-owned dial-up or leased lines, radio transmissions.

· A solution that permits utilities to preferentially protect the prioritized SCADA units (and leave other units intact) has a higher potential for acceptance.

The goals of the components described in AGA 12-2 (SCADA Cryptographic Module (SCM), Maintenance Cryptographic Module (MCM), and Serial SCADA Protection Protocol [SSPP]) are to provide for communications between SCMs/MCMs: 

· Message integrity protection

· Defense against injection, modification, splicing, replay, reordering (but not Denial-of-Service, although it should avoid making DoS potential worse)

· Authentication

· Confidentiality
The above items (SCM, MCM, and SSPP) should provide this functionality with 
· Minimal SCADA protocol dependence

· Minimized latency

· Minimized jitter

· Minimal number of messages beyond SCADA messages, e.g., initiating messages only when SCADA units initiate a message, with no retry and no keep-alive functionality
The items assume that no reordering of messages occurs, and that SCADA messages are in an eight-bit format, or can be formatted to be in such a format.
This clause describes the basic approaches to protecting SCADA communications through the SCADA Cryptographic Module, protecting SCADA maintenance access communications through the Maintenance Cryptographic Module, the need for a separate protocol for protected communications, the focus on co-existing with SCADA protocols to permit gradual installation, and to properly handle modem banks.

1.3.2.1 Generic SCADA cryptographic module (SCM)

The basic approach to protecting SCADA communications is with the use of SCADA Cryptographic Modules (SCMs). The following describes the basic implementation of a generic SCM.

In the context of this standard, the generic SCM will be designed to be installed on existing serial link communication links, running at 300 – 115 kbps and utilizing leased lines, private lines, microwave, radio, and dial-up phone connections. The point of insertion is to install a SCM on a communications channel between the SCADA unit (e.g., host, terminal server, front end processor, RTU, IED) and the modem (or radio modem, line driver, etc.). 
To operate, a SCM has two serial ports, one designated plaintext (or local) and the other designated ciphertext (or remote). A SCADA message received from a SCADA master or field unit on a SCM's plaintext (local) port will be protected and sent out the SCM's ciphertext (remote) port to the modem.  SCADA messages arrive at the modem, and then enter the SCM to be decrypted and verified, and sent to the local attached SCADA unit. In addition, an SCM can be enabled to transfer modem commands and responses between the attached SCADA unit and modem, to permit control of modems connected to the ciphertext port.
A third port, designated the SCM management port, is for setting up the SCM.

In general, SCMs installed at a control station on serial links are capable of establishing cryptographic sessions with one remote SCM, or with multiple SCMs on the same channel (also known as multi-drop or multi-point). The SCMs installed at master stations with multiple RTUs on the same channel are capable of communicating with RTUs equipped with SCMs and also with RTUs with no SCM installed (also known as mixed mode). To operate in mixed mode, an SCM needs to be able to determine the destination address in a SCADA message to determine if the message is to be encrypted, as well as to determine if cleartext messages should be allowed through the SCM to the host.  The minimum requirement for the initial specification is to recognize the destination address in two common SCADA protocols, DNP and Modbus. Note that this minimal level of SCADA interpretation is needed to identify sending and receiving SCMs associated with SCADA equipment.

SCMs (either at the master station or in the field) should be designed to establish a cryptographic session with a counterpart SCM (or multiple SCMs in the case of multi-drop or multi-point) on its channel.  After a cryptographic session is established, the SCMs encrypt and authenticate SCADA messages between the master station and remote sites using cryptographic algorithms. Cryptographic sessions have a finite expiration based on date and/or usage. After expiration, SCMs need to establish a new session with their counterpart SCM(s) to resume secure communications.

SCMs also need to support mixed mode – the transfer of messages unencrypted or otherwise altered, that are destined for remote SCADA units that do not have local SCMs. The mixed mode in SCMs installed at remote sites (RTUs) must be capable of being turned off by a command from the master station. Once turned off, it should not be possible to reinstate the bypass mode in an SCM, except by complete reset.
1.3.2.2 Generic maintenance cryptographic module (MCM)

The protection of access to the maintenance port (local port, local operation interface, etc.) of SCADA or field device equipment is the goal of the Maintenance Crypto Modules (MCMs). Similar to generic SCMs, the generic MCM should be designed to be installed on a serial communication link, the connection between a modem and the maintenance port of the RTU or IED. To establish this link, it also has two serial ports.
Remote access to a maintenance port protected by an MCM is from a notebook or desktop computer. The technician using the computer should be securely identified by two factor authentication (e.g., a password plus a cryptographic token such as those contained in a USB fob plugged into the computer’s USB port). Once access is established, the operator at the notebook or desktop computer will be allowed to use the existing password protections in the IED without change, and with minimal changes in the computer’s remote access software (e.g., Symantec's pcAnywhere™). Depending on the settings of the MCM, it can either pass through communications between the technician's computer and the IED, or the computer and MCM can establish a session similar to the SCM session described previously and securely encapsulate communications between control software and the IED.

For security purposes, access is terminated if the cryptographic token is removed from the remote computer, or if no activity is detected for a configurable period of time.

Because of its role, the MCM should be designed to store operational data (potentially for forensic use), such as the ID of the remote operator, the date/time and length of the session.
1.3.2.3 Serial SCADA Protection Profile (SSPP)
The following describes the components considered in the design approach for the Serial SCADA Protection Protocol (SSPP).
· 2 or more link encryptor (SCM) communicates over a shared serial channel.
· Each pair of SCMs (or set as for a broadcast session) that need to communicate share a 16, 24, or 32-octet symmetric AES encryption key and a 20 or 32-octet HmacSHA key; these keys are called the "session establishment keys"; these keys are shared between the two SCMs, and not with other SCMs.
· Each SCM has a 16-bit address which is set as part of the SCM configuration data and is unique over all SCMs on the domain of operation. Each SCM also listens to the default broadcast address of 0xFFFF. Each SCM also listens to the default address of 0 for identification queries.
· A SCM can have multiple sessions enabling in-band remote management concurrently with SCADA traffic transfer.
· Mixed-mode deployments are possible where some SCADA communications channels are not protected by SCMs.
1.3.2.4 Mixed mode considerations
The operation of a particular SCADA communications channel with both SCADA messages (sent in the clear, i.e., as cleartext) and SCM messages (encrypted) present is given the name MixedMode. There are a number of reasons why mixed mode operation may be set up. One reason is the gradual roll-out of equipment, with the first SCM installed at the central office/host and field units gradually deployed. Another is the decision by the utility to equip some sites considered of high importance soon, and delay installation at low priority sites until a later time.

The IEEE P1689 requirement that SCMs be able to operate in mixed mode (ciphertext and cleartext on the same communication channel) imposes significant design constraint on the link layer. The problem arises because both the unprotected SCADA unit and the SCM protecting other SCADA units receive the same data stream. This data stream is an unpredictable mix of encrypted SCM messages and native SCADA messages, so there is no simple way to assure that either unit will not be confused by a message sent to the other. For example, the payload of a ciphertext packet contains an encrypted block of a message. It is a fundamental characteristic of an encrypted message that the message looks almost like a completely random set of bits. Any combination of bits may occur in the encrypted payload, so that one of these chance combinations could duplicate the start of a cleartext SCADA message, leading the SCADA unit to believe it is receiving a valid message. The odds that a random message will cause a problem by happening to duplicate a valid SCADA message are very small (1/2n, where “n” is the number of bits in the SCADA message.) Most of these SCADA random partial messages will be invalid and the existing SCADA protocol will simply discard them. However, if the SCADA system is keeping statistics on the quality of the communication channel, these encrypted messages will be counted as messages dropped by the system, leading to an underestimate of channel quality. Similarly, cleartext SCADA messages may inadvertently duplicate the start of an encrypted message, and result in similar conclusions. 

Thus, the link layer must have the capability to 
· properly identify a message that is encrypted (compared to a cleartext SCADA message),  
· handle errors in the SCM message,
· avoid a random character in an encrypted message accidentally mimicking a special SCADA character,
· separate the header, payload, and trailer sections of the SCADA message, and

· avoid identifying random combinations in the header, payload, and trailer as valid markers that separate portions of the SCM message
1.3.2.5 Modem bank considerations
Two issues of SCM design are specific to the use of modem banks. One is modem bank calling, and the other is modem bank answering. The general configuration is that of a SCADA host utilizing a Front End Processor, Terminal Server, etc., to connect with field equipment through multiple modems, generally called a modem bank.

1.3.2.5.1 Modem bank calling

The first issue concerns the recognition of which SCM is used by the host when one of many in a bank of parallel modems might be used when connecting to a remote SCM. In general, this is an occurrence of one SCADA address associated with many SCMs.  

In the simple case, each comm. line leading to a modem has a separate SCM on it. The modems can be sequentially selected, randomly selected, or selected based on availability. However, from the field SCM's perspective, all of the SCMs on the host side are associated with the SCADA host.  

In the typical scenario of the host establishing a connection to the field, the particular host SCM is recognized by the field SCM because the SSPP message has the host SCM's address. Once the field SCADA unit has processed the query/command, it returns its response to the field SCM.  General practice for SCMs has the field SCM identifying the host SCM address associated with the SCADA destination, then selecting the session to be used to transfer the response. If the field SCM just selects the first target SCM in its list, it may not be the correct one.  

Given that the predominant methodology has the SCADA host first calling the field SCADA, then transmitting the SCADA message, if the field SCM "remembers" the last host SCM with which it communicated (the SCM of the incoming message); e.g., when the host's query or command arrives, then the field SCM can use that session to send the response.

To enable this type of operation, implementation of SCMs should include a function to remember the last used SCM address. In other words, the SCM shall flag the session that was last used by the SCADA host (or other device in an equivalent situation), and use it to transmit messages when more than one SCM is associated with the target SCADA address.
1.3.2.5.2 SCM bank answering
The second issue can arise when SCADA devices are capable of initiating calls into a host equipped with modem banks. The normal practice is to assign a phone number that is used to call in by all field units, but the number in fact is the first in a hunt group, a series of phone numbers linked by the phone company so that the next available line is used to establish a connection. This is a reasonable way to set things up because a utility does not have to allocate individual phone numbers to field units;  if one line or modem fails, the phone company automatically switches over to another available line. However, when this occurs, the actual line that was used to answer the call is unknown to the calling SCM. There is no message from the answering SCM to identify itself before the calling SCM needs to communicate with it.

To enable this type of operation, two commands and methods to use them are needed to permit a calling SCM query an answering SCM for its address.
1.3.2.6 Message categories

There are four categories of traffic coming out the cryptographic module to/through the communications equipment.
SCM control traffic — Control traffic occurs between a pair of SCMs and is used to locate and identify potential partner SCMs and to establish and manage sessions between SCM pairs. The OPN, ACK, CLS, ERR, RCA, and CAR messages are part of the SCM control traffic.

SCM management traffic — Management traffic occurs between a management system and a SCM, and may be used to assimilate a SCM into a domain, update domain credentials, update SCM firmware or settings, or to perform SCM diagnostics. The data transferred via DTA messages during MANAGEMENT or MANAGEMENT_BROADCAST sessions is part of the SCM management traffic.

SCM header traffic — Header traffic occurs between a SCADA device and a communications device.  An example of header traffic is a "modem" command that is required to force the modem to dial a specific phone number or to perform some other function. Header traffic may be two-way to communicate modem status to the SCADA devices. Header traffic must pass through the SCM in cleartext in order for the modem to be able to use it since the modem will not have the ability to decrypt ciphertext.
SCM mission traffic — Mission traffic is simply end user traffic. In the case of AGA 12 Part 2, mission traffic consists of legacy serial-based SCADA messages. The SCADA messages are transferred via DTA messages during DATA or BROADCAST sessions as part of the SCM mission traffic.
1.3.2.7 Cryptographic protocol layers
The transfer of information between cryptographic modules (SCMs or MCMs) should be designed with a series of layers, where each layer is responsible for different aspects of the formatting of a message.  
· The Session layer contains the information to be transferred. In addition to SCADA messages, the session layer also holds management messages. The session layer also contains the data that is exchanged during the establishment of sessions (currently session identifiers, cipher suite identifiers, and encryption and authentication keys).  
· The Transport layer represents those actions that process the sequence of octets that is the session layer into the transport layer payload. The transport layer may pad and/or encrypt the session layer as part of the process to form the payload, and associates the payload with a header and trailer.  
· The Link layer formats the transport layer's header, payload, and trailer for transport on the serial channel by escaping the transport header, payload, and trailer (if needed), and by adding delimiters around the transport layer header, payload, and trailer.
1.3.2.8 Sessions, sessionId, and session negotiation

To protect and obscure communications between SCMs, the SCMs must have information about how the protection and obscuring is to be done. This includes the encryption algorithm, the mode in which the algorithm is used, and the key(s) used with the algorithm. To verify that the message has arrived intact, and optionally to authenticate its sender, the SCMs must know the authentication algorithm, the authentication key, and the length of the result that is transmitted between SCMs. To minimize the amount of time that SCMs spend on establishing these parameters, the concept of a session has been adopted. In SSPP, a session is this set of parameters, plus the SCMs which are sharing these parameters and a value which aids the identification of a particular session, or set of parameters. Communicating within a session, therefore, is communicating using the set of encryption and authentication functions and keys
The sessionId is an aid to identifying the particular set of parameters to be used in communicating between SCMs. It is possible that a pair of SCMs can have more than one session active, i.e., having established more than one set of parameters. The sessionId is unique among the SCMs that are communicating, but the same values may be in use in different sets of communicating SCMs. For example, scm15 and scm24 might have a sessionId equal to 18, and a different pair, scm32 and scm40 might also have a sessionId equal to 18. It is also possible for scm15 and scm32 to have a session id of 18.  In other words, the unique session is only identified within the context of the communicating SCMs. Not requiring network-wide session ids is important for SCMs which may communicate with many other SCMs, such as a SCADA host SCM talking to many fielded SCMs.
The sessionId value used to identify a previous session that has been closed can be reused for a new session. However, it is suggested that either randomly selecting a new value not recently used, or using a counter for the value of the session id reduces the potential for an SCM to misinterpret messages.
For the symmetric key-only approach first defined for SSPP, two kinds of sessions are defined. Note that this differs from the type of message carried over a session (SCADA messages or SCM management). The two kinds are static and dynamic. Both have the same parameters specified, but differ in their establishment and use.  

· Static sessions are either defined externally and loaded into the appropriate SCMs, or exchanged between directly-connected SCMs (initialized by a management command). Static sessions persist until replaced or deleted, and cannot be closed by SCMs by the normal session management process (i.e., a SCM is specified to not send a CLS (close session) message for a static session to its counterpart, and a SCM that receives a CLS message for a static session is specified to ignore it). Static sessions are used to protect the communications involved in establishing a dynamic session.

· Dynamic sessions have their parameters negotiated between the SCMs over the external communications channel. They can be closed by either SCM, and when closed, the parameters should not be used again. Dynamic sessions are used for communicating between SCMs, either for transporting SCADA messages or for SCM management functions.
Session negotiation is the process in which dynamic sessions are established. The following description generally describes the process.
When SCMs have been configured and installed in their communications channel, they are ready to securely transfer SCADA messages. The following steps shall occur in the situation of query-response polls, to identify the session to be used, and if none is present, to establish one. The initiating and responding SCMs can change based on which SCM first needs to establish a dynamic session, but the general process is the same.

· The host SCM receives a SCADA query message from the SCADA host.

· The host SCM identifies the SCADA device that is the target by determining the SCADA protocol and extracting the SCADA device destination address.

· The host SCM identifies the field SCM that is associated with the target SCADA device by comparing the SCADA protocol and address pair to the allowed partner table which possibly includes the remote SCM address and session parameters.

· The host SCM identifies the session parameters to be used in communicating with the field SCM, if it is an allowed partner.
· If there is no session found, then the next two steps occur to establish a dynamic session:

· The host SCM sends an OPN message (using a static management session shared with the field SCM) to the field SCM to attempt to establish a dynamic session.

· On receiving the OPN message, the field SCM responds with an ACK message to the host SCM (using the same static session). At this point, both SCMs should have the dynamic session parameters.

· Using the dynamic session parameters, the host SCM sends the SCADA query message to the field SCM.  
· The field SCM processes the query message, sending it to the target SCADA device.

A similar process occurs with the response from the target SCADA device.

· The target SCADA device sends its response to the field SCM.

· The field SCM identifies the SCADA device by parsing the stream to determine the SCADA protocol and address that is the destination of the response; in this example it is the host.

· The field SCM identifies the host SCM by locating the SCADA protocol and address pair in an allowed partner table that is associated with the SCADA host.  
· The field SCM identifies the session parameters (if a partner) to be used in communicating with the host SCM.

· Using the dynamic session parameters, the field SCM sends the SCADA response to the host SCM.

· The host SCM processes the response message, sending it to the SCADA host.

Details on this process can vary. If the SCM that received the initiating SCADA message should receive another SCADA message while attempting to establish a dynamic session, e.g., the SCADA host stopped waiting and issued another query, then the SCM will discard the first SCADA message and act on the following message. If the second SCADA message is targeted through the same SCM, the sending SCM can continue with session establishment. It is understood that this may cause SCADA messages to be dropped, but this was considered acceptable to intrude as little as possible on the SCADA system itself.

A SCM also may establish a dynamic session on command. If a SCM is instructed by a technician, it uses that instruction as the prompt to send an OPN message to another SCM.
1.3.2.9 Deployment considerations

SCM and MCM deployment is the process of configuring a cryptographic module to operate within the utility's SCADA network, and installing the unit to begin communicating with its local SCADA units (RTUs, IEDs, etc.) and with the remote counterpart cryptographic modules.
1.3.2.9.1 Cryptographic module configuration
The configuration of a cryptographic module is accomplished by the utility engineer prior to deployment and commissioning. The details about configurations for cryptographic modules may vary between manufacturers. This includes specifying the SCADA protocol that is being encapsulated by the cryptographic module when protecting communications.  However, the configuration must include basic functionality to enable the operation of SSPP to secure SCADA communications between SCMs.  The following describes the basic elements – cryptographic module addresses, counterpart addresses, SCADA addresses, and static sessions.
The first configuration element is an address.  When assigning addresses, a utility should ensure that cryptographic modules have unique addresses within the communications network in which they operate. The address is a 2-octet value, allowing over 65,000 unique cryptographic modules addresses. If more addresses than this are needed, functional groupings should be defined to permit unique addresses within those groups. For example, if utilities have different segments of their SCADA network that never interact, these could form the basis of functional groups. Ensuring that duplication does not occur should be straightforward if the cryptographic modules are to be deployed within one utility. Coordination between business partners is necessary to achieve this when multiple organizations will have cryptographic modules interacting with each other. Note that this may be another example of a functional grouping; e.g., SCMs only communicating within their organization vs. SCMs that communication across organizational lines.

Although it is possible to assign the values of the SCADA address to the SCM address, it should be noted that it may cause other problems. For example, it is not clear which address should be duplicated when a single SCM protects a number of field devices at a remote site. Another problem is what should happen when SCADA addresses are duplicated, as in primary and secondary SCADA masters, because the SCMs cannot be assigned those addresses because this will duplicate the SCM address. For these reasons, it is recommended that cryptographic module addresses should not intentionally be the same as the addresses of attached SCADA devices.

The second configuration element is a list of the counterpart cryptographic modules with which the cryptographic module under configuration will communicate. Cryptographic modules should only attempt to communicate with counterpart cryptographic modules that have been defined as acceptable through this list. Note that this may change as a result of further development, including the ability of cryptographic modules to "discover" one another and exchange information about each other for identification and configuration purposes.

The third configuration element is the list of SCADA addresses. The list is divided into three parts:  
· The first is the list of SCADA protocols and addresses directly associated with the cryptographic module, i.e., those connected to the local/cleartext port of the cryptographic module.  

· The second part is the list of SCADA protocol and address combinations that are associated with the counterpart cryptographic modules specified in the second configuration element;  these are the protocols and addresses that are considered local to their respective cryptographic modules.  In operation, the SCADA target protocol and address in the message received on the cleartext port is used to identify the counterpart SCM that the local SCM should address, and then to identify the communications session that should be used.

· The third part is the list of SCADA protocol and address combinations that do not have any cryptographic modules protecting their communications. Communications with these SCADA units must be done in mixed-mode, i.e., their SCADA messages must be sent without any modification. This part may not be present if there are no unprotected SCADA units.

The fourth configuration element is the static session specification used by communicating SCMs to set up dynamic sessions for relaying SCADA messages or management information. Every SCM in the counterpart list (element 2) must have a static management session associated with the cryptographic module that is being configured, if they use symmetric key protection to securely communicate while establishing the dynamic session. In brief, a static session includes the SCM addresses using the session, session id defining the session, and the cipher suite (encryption and authentication functions) and keys used to protect messages communicated within the static session.
The fifth configuration element is the flag to indicate the use of BROADCAST sessions. If this setting indicates that BROADCAST sessions should be possible, then SCMs initiating establishment of other session types must also establish BROADCAST sessions as part of its operation, and SCMs receiving the establishment requests must accept the specification of BROADCAST sessions. If BROADCAST sessions are permitted, then a second flag is set to indicate whether the SCM is a Publisher or a Subscriber to the broadcast sessions.

The sixth configuration element is the values to be used for link layer markers (see Clause 1.3.2.9.2).

The seventh is the preferred parameters to be used when dynamic sessions are established, including the cipher suite, MAC or SHA truncation length, and sequence number length.

For those modules that allow the specification of the default session clock resolution to be used in establishing a dynamic session, the value should be selected that is in agreement with the other parameters, such as the communications channel speed. The default session clock resolution should not be so high that timing variations for functions such as encryption should be observable.

1.3.2.9.2 Consideration for selecting link layer markers

Configuration of SCMs by a utility may require an understanding of the SCADA protocol. Part of this configuration is the selection of values for ESC (escape), SOM (start of message), SOT (start of trailer), and EOM (end of message) that are used to build the link layer markers. Their selection is important to enable coexistence with SCADA protocols; i.e., mixed mode operation. The values should be selected so that they do not correspond to special meanings in the SCADA protocol. For example, many protocols use an escape sequence, where the ASCII value Data Link Escape (=16) is followed by other special octets; e.g., DLE STX indicates the start of text or message. Where such SCADA protocols are in use, the value for ASCII DLE should be avoided when choosing values for ESC, SOM, SOP, SOT, and EOM.  
For those SCADA protocols that have variable values at the start of SCADA messages, the values for ESC and SOM (at a minimum) should be selected by the utility configuring SCMs to not interfere with any SCADA meanings. For example, MODBUS uses the first octet as a unit address in the range of 0-247. To avoid looking like a MODBUS message, ESC should be assigned a value of 248-255. This assumes that the value isn't assigned to another, internally documented or undocumented, meaning.  In the case of MODBUS, these values are listed as reserved, with no indication of their use. Alternatively, the utility can decide to not use an address so that its value can be used for ESC.  
For SCADA protocols that use all possible values of a octet as an address, ESC, or ESC and SOM, must be chosen by those configuring SCMs to least interfere with them, and the potential for address misinterpretation should be noted so that no SCADA unit is given that address. For example, if the utility has not used a particular value for a SCADA address that value could be used as part of the SCM link layer markers.

Mixed mode parameter configuration requires special attention. If the SCADA protocol uses special octets, such as the use of DLE noted above, it is possible, in a message at some time, that a octet in the header, payload, or trailer will have this value. To prevent the SCADA units (those not protected with SCMs) from misinterpreting the presence of such an octet (or octets), the Link Layer has one or more additional values (n total) that can be designated as follows:
SC1: SCADA Character 1
SR1: SCADA Replacement Character 1
…

1.4 Document organization

2. References
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3. Definitions, acronyms and abbreviations

3.1 Definitions

Cipher Suite:  A cipher suite is a set of cryptographic algorithms, keys, and parameters identified by a cipher suite number. Each SCM maintains a mapping of every static session and every open dynamic session to a cipher suite.

CM:  A Cryptographic Module (defined in part in FIPS 140-2) is an electronic component that is placed in-line on a communications channel and affords cryptographic protection for the communications, including, but not limited to, encryption and authentication.  
MCM:  A Maintenance Cryptographic Module is a Cryptographic Module designed to or configured to operate on the communications channels between SCADA technicians and SCADA remote devices.  
Mixed Mode:  Mixed mode operation allows the SCM to forward unencrypted communications between SCADA equipment. This permits a SCADA master equipped with a SCM to communicate with a SCADA unit (e.g., RTU) that does not have a SCM.
Octet:  An octet is 8 bits. Octet is used in this document, in preference to byte, because some systems use the term byte for things that are not 8 bits long, but octets are always 8 bits.

PE-mode:  Position Embedding (PE) mode is a cryptographic mode designed specifically for low latency integrity protection on low-speed serial links. It is used by one of the cipher suites.  See [WKM1] for the rationale behind its design.

SCM:  A SCADA Cryptographic Module is a Cryptographic Module designed to or configured to operate on the communications channels between SCADA hosts and SCADA remote devices.
SCM Configuration:  Every SCM has various configuration parameters that include its SCM address, communication parameters, SCADA protocol(s), SCADA address to SCM address mapping, and static sessions.

SCM Address:  A SCM address is a 16 bit number that is specified in the SCM configuration.  Every SCM on a shared communications link is configured with a unique SCM address. The address 0xFFFF is a special broadcast address. A SCM is not assigned the broadcast address.  The address 0x0000 is not a valid SCM address and is not used.
Sequence Number:  A sequence number is an unsigned 16 to 112-bit monotonically incremented number or randomly generated number assigned to messages in a dynamic session. Sequence numbers are used to prevent replay.
Serial SCADA Protection Protocol (SSPP):  The protocol described in this document to encapsulate and transfer SCADA (and other) messages over serial communications links.
Session:  A session is a bidirectional (unidirectional for broadcast) virtual communications channel established between a specific pair (or set for broadcast sessions) of SCMs. There MAY be more than one session established concurrently between the same pair of SCMs. A session has a type indicating whether it carries SCADA data messages, SCADA broadcast messages, management data, or management broadcast data. Only one type of traffic may be carried on a particular session. A session also has a kind indicating that it is static or dynamic. Static sessions have cryptographic and other parameters that are configured in SCM configuration data and are used principally for key exchange to establish dynamic sessions. Dynamic sessions have negotiated cryptographic parameters between a pair of SCMs (or more for broadcast sessions).

Session Id:  A session id is an 8-bit number used to distinguish different types of bidirectional traffic flows between a pair of SCMs. A session id together with the two SCM addresses uniquely identifies a session; that is, session ids are interpreted with respect to the two SCM addresses.  Since sessions are bidirectional, the tuple <ID, A, B> where ID is a session id and A and B are SCM addresses identifies the same session as the tuple <ID, B, A>. The session id 0x00 is not valid.
3.2 Acronyms and abbreviations

4. Cryptographic protocol requirements

4.1 General requirements
Cryptographic module requirements addressed in IEEE P1689 [1] are included as part of this standard. Some components have been accepted as optional, and are not required for a cryptographic module to be compliant with IEEE P1689.  To simplify the identification of those optional components, the following list is provided:
· Cipher suite 1: AES128 CTR-mode, HmacSHA1, with holdback

· Cipher suite 3: Cleartext, SHA1, with holdback

· Cipher suite 4: AES128 CTR-mode, HmacSHA256, with holdback

· Cipher suite 5: AES128 PE-mode, HmacSHA256, no holdback

· Cipher suite 6: Cleartext, SHA256, with holdback

· Cipher suite 8: Cleartext, HmacSHA256, with holdback

· Cipher suite 10: (0x000A) -- AES128 CBC-mode, HmacSHA256, with holdback

· The Request cryptographic module address and cryptographic module address response messages

· Support of the 7-bit Link Layer

· Support of more than two dynamic sessions between two modules (a minimum of two must be possible, e.g., to support both a DATA session and a BROADCAST session)

· Support for the option to disable mixed-mode operation until the unit is hard reset.
4.1.1 Modem and radio requirements

The placement of a SCM into the line between a SCADA device and a communications device (e.g., dial-up modem, CSU-DSU, radio modem) has the implication that the SCM needs to appear as the communication device to the SCADA device and as the SCADA device to the communication device. A cryptographic module designed for service in such installations shall mimic communications and SCADA devices to SCADA and communications devices, respectively. 

For example, the RS-232 DTR, DSR, RTS, CTS, and CD signal lines can be used to activate radio modem functions like turning on the radio transmitter, and signal the status of such equipment to the SCADA device. It should be noted that this is more than echoing the status lines between the SCADA and communications devices, as a result of the larger SSPP message sizes (encapsulating the SCADA messages) and the timing offsets between the local and remote connections.  Therefore, a cryptographic module designed for service in installations that do not use additional signaling lines shall not be required to mimic such devices.

4.1.2 Mixed mode requirements

Mixed mode operation has been designed to allow for protected (i.e., equipped with a SCM) and unprotected SCADA devices on the same communications channel (e.g., daisy chained leased line). To ensure that mixed mode operation does not circumvent cryptographic protection, the following determination process shall be implemented in SCMs.  

For traffic coming in from the outside, a receiving SCM shall forward to its local SCADA device only those SCADA messages that meet the following conditions:

· The SCADA message is intended for the local SCADA device (e.g., the SCADA message has the local SCADA address in the to/recipient/target field)

· The SCADA message indicates that it has been sent from a SCADA address that the receiving SCM has been configured to recognize as not protected by a SCM.
The receiving SCM shall silently dispose of any SCADA message which fails either or both of the above conditions.  

For traffic going to the outside, the sending SCM shall forward to the remote SCADA device only those SCADA messages that meet the following conditions:
· The SCADA message is intended for the remote SCADA device that the SCM has been configured to recognize as unprotected by a SCM

· The SCADA message indicates that it has been sent from a SCADA address that the sending SCM has been configured to recognize as a local SCADA device.

The sending SCM shall silently dispose of any SCADA message which fails either or both of the above conditions.

4.1.3 Nonce generation and use
A nonce randomly generated or not, shall not be reused within a single session. To ensure this, the minimum size of the random number space should be 264 if a nonce is randomly generated.  The specification of the sequence numbers for static and dynamic sessions has taken this into account. Vendor-defined cipher suites that use nonces also shall follow these requirements.
4.2 Serial SCADA Protection Protocol (SSPP) requirements
SSPP describes both the information about the data (semantics) that appears on the communication channel and the data as it is managed within the SCM. The appearance of the data on the channel shall be strictly followed, in order to meet the interoperability requirement of IEEE P1711.  However, the mechanisms within the module may deviate from the descriptions as long as an equivalent process is implemented and achieves the same result as the described process.
4.2.1 Fundamental SSPP objectives

The fundamental objective SSPP is to assure the integrity of SCADA messages, that messages are not forged, modified, spliced, reordered, or replayed. With an appropriate cipher suite SSPP also provides confidentiality. The protocol provides no defense against Denial of Service (DoS) attacks, because there is little that can be done to prevent an adversary from blocking a serial channel. SSPP does not facilitate DoS attacks, and will recover reasonably promptly when the adversary ceases jamming the channel.

SSPP is an encapsulation protocol that has been designed to apply to the majority of the hundreds of serial SCADA protocols currently in use. 
· SSPP makes minimal assumptions about the SCADA protocol or the behavior of the SCADA system. 
· To successfully use SSPP with a given SCADA protocol, the implementation need only be able to detect the beginning and end of a SCADA message, locate the SCADA device address in the message, and distinguish broadcast messages. 
· SSPP is designed to send traffic on the channel only when the SCADA system sends, and thereby minimizes the introduction of additional collisions. 
· SSPP is designed to add minimal additional overhead to messages, and minimal additional latency to the delivery of a SCADA message. 
· SSPP allows implementations to avoid introducing jitter, which is important for timing-sensitive SCADA protocols like MODBUS.

4.2.1.1 Sequence numbers are used to prevent replay

For dynamic sessions, a sequence number shall be used to prevent replay, and shall be used by the cipher suite in encrypting or decrypting the message. In this way, one or more messages can be dropped without preventing decryption of later messages. If an appropriate clock resolution is determined during session negotiation, the sequence number may represent the transmission time of the message relative to the start of the session, and the receiver may additionally check that the message is received at approximately the correct time. This prevents an adversary from delaying messages in transit. 
For static sessions, however, a sequence number is undesirable, given that sound operating principles dictate that the system will minimize the amount of shared state information that must be available between two SCMs. Otherwise synchronization problems might arise that could prevent establishment of a session.

4.2.1.2 Message retries are the responsibility of the SCADA application
SCADA systems have been designed to handle the situation where messages are lost or damaged due to line noise. Some may retry, some may move to the next device in the polling cycle, some may send NACKs, etc. Allowing a SCM to retry transmission of a message might result in delivery of a belated SCADA response when the SCADA master is not expecting it.  Retrying SCM messages might also cause collisions on the line. Leaving retry up to the SCADA application avoids these issues. 
For these reasons, the SSPP is not designed to retransmit messages in a DATA session. A dropped DTA message is treated as if it were not received; e.g., due to line noise, so that a new DTA message is sent when the SCADA application retries (or sends a new message). If a session establishment message (OPN, ACK, or BEG) is dropped, then the session will not be established. A new attempt to establish a session will occur when the SCADA application sends another SCADA message.
4.2.2 Octet order in messages

SSPP shall use network order for integers represented by multiple octets for consistency, interoperability, and availability. Specifically, all integers that require more than one octet shall be in network octet order: the most significant octet comes first, then the less significant octets in descending order of significance (MSB LSB for two-octet integers, B3 B2 B1 B0 for four-octet integers). The highest bit (value 128) of an octet is numbered bit 7; the lowest bit (value 1) is numbered bit 0.  Values shall be unsigned unless otherwise noted.  Values explicitly noted as signed shall be represented in two's complement notation.
4.2.3 SSPP organizational layers
SSPP is organized into 3 layers called the Session Layer, the Transport Layer, and the Link Layer. The session layer distinguishes different kinds of messages, and is responsible for session key negotiation and abstract data exchange. The transport layer is responsible for encryption and integrity checking of SCM messages and for guarding against replay. The link layer is responsible for formatting messages onto and from the channel in such a way as to delimit certain parts of messages and to ensure that unencrypted SCADA traffic is distinguished from encrypted traffic (when operating in mixed mode). An implementation of the protocol need not be organized in this way, provided it is functionally equivalent. In other words, an observer of only the external communications can conclude that the SCM is operating in this manner, independent of the actual implementation details.
Each layer is responsible for different aspects of the formatting of a message. The session layer handles a SCADA message as a sequence of octets. To the transport layer, this sequence of octets is the payload. The transport layer encrypts the payload, and associates the payload with a header and trailer. The link layer formats the transport layer's header, payload, and trailer onto the wire by escaping the transport header, payload, and trailer, and by adding delimiters around the transport layer header, payload, and trailer, shown as:  
Session:                     msg
Transport:         Header E[ msg ]            Trailer
Link:    ESC SOM X[Header E[ msg ]] ESC SOT X[Trailer] ESC EOM

Where E [...] represents encryption, and X [...] represents escaping (doubling of any occurrence of ESC; see Link Layer below).  ESC, SOM, SOT, and EOM are link layer delimiters indicating Escape, Start Of Message, Start Of Trailer, and End Of Message.  Note that they do not correspond to the ASCII characters of the same names, though they may be assigned the same numeric values.
4.2.3.1 Session layer message types
The session layer defines message formats and procedures for transfer of data on static or dynamic sessions and for setup and teardown of dynamic sessions. Session layer message types shall be designated as shown in Table 1.
Table 1 Session layer messages

	Message description
	Session message
	Session message type

	Open message
	OPN
	1

	Acknowledgement message
	ACK
	2

	Data messages carry data. Depending on the session type, this may contain SCADA messages or SCM management data.
	DTA
	3

	Clear messages are sent to terminate a session. The session to be closed is the session used to transport the CLS message.
	CLS
	4

	Error message is issued when a SCM receives a message with an invalid sessionId.
	ERR
	5

	Begin message
	BEG
	6

	Request for address message is sent to get the address of an answering cryptographic module.
	RCA
	7

	Response to a request for address message is sent by the responding cryptographic module.
	CAR
	8


OPN, ACK, and BEG messages are exchanged to negotiate session keys for a dynamic session.  In general, a session permits data transfer between two or more (i.e., broadcast sessions) SCMs.  A broadcast session allows one-way, one-to-many transfers.

A SCM shall be configured with one or more static sessions for each peer SCM with which it will communicate. If only one static session is defined, it shall be a session of ESTABLISHMENT type.  The configuration shall specify a cipher suite to use to encrypt and decrypt messages sent on that session. The configuration shall also specify the session type, which may be one of the following.
ESTABLISHMENT (0): This session type shall only be used to establish dynamic sessions between SCMs. The OPN, ACK, and BEG messages are sent within an ESTABLISHMENT session. ESTABLISHMENT sessions shall only operate as static sessions, and shall be established only by configuration.

DATA (1): This session type shall be used to indicate that DTA messages sent within the session contain SCADA data.  

MANAGEMENT (2): This session type shall be used to indicate that DTA messages sent within the session contain management data.  

BROADCAST (3): This session type shall be used to indicate that DTA messages sent within the session contain SCADA broadcast data. Broadcast sessions are one-way traffic only.
MANAGEMENT_BROADCAST (4): This session type shall be used for in-band, vendor-defined broadcast management functions. These are also one-way traffic.
A static ESTABLISHMENT session shall be used to negotiate a dynamic session. The SCM shall issue OPN, ACK, and BEG within an ESTABLISHMENT session to set up a dynamic session in response to receipt of SCADA data on its cleartext port that is destined to a remote SCM for which the sending SCM has no open session. Sessions are normally kept open for a long time, to amortize the temporal cost of session setup over many messages. A SCM shall also establish a session for other reasons, such as in response to an operator command received on its management port. Note:  The operator commands are not defined, they are a local matter.

A static session can be used to manage data. Depending on the cipher suite, such messages may enjoy integrity protection and/or secrecy. However, static sessions provide no protection against replay or reordering. Use of static sessions for data transfer should be limited to situations where replay or reordering is not a risk, such as with certificate exchange. Given that static session keys cannot be changed remotely (as of this writing), careful operations require minimizing use of static session messages.
Dynamic sessions may only be used for data exchange. A dynamic session shall not be used to establish another dynamic session.

ESTABLISHMENT, DATA and MANAGEMENT sessions are bidirectional. Either SCM may send messages using the sessionId.  BROADCAST and MANAGEMENT_BROADCAST sessions are unidirectional. Only the publisher of a broadcast may send data on the broadcast session.
A SCM receiving an OPN shall respond with an ACK, and an ACK with a BEG, subject to its configuration identifying SCMs with which it may communicate. The exchange of OPN, ACK, and BEG establishes a sessionId, and encryption and authentication parameters such as a shared AES session encryption key, a shared session HmacSHA key. These are used in subsequent DTA and CLS messages. Each SCADA message received on the cleartext port is encrypted and MAC'ed and transmitted in a DTA message. Sequence numbers are used to prevent replay or reordering in dynamic sessions. Either SCM may send DTA messages on this dynamic session containing SCADA commands and responses; that is, a DATA session is bidirectional. The sessionId is used to distinguish different types of traffic destined for a SCM, so that in-band management functions may be performed in parallel with SCADA data transfer.

SSPP does not ensure that data is delivered; e.g., through retrying transmission. There is no acknowledgement of reception and there is no retransmission of messages by a cryptographic module.  A dropped DTA message is treated as if it were not received; e.g., due to line noise, so that a new DTA message is sent when the SCADA system retries (or sends a new SCADA message).  If a session establishment message (OPN, ACK, or BEG) is dropped, then the session will not be established. A new attempt to establish a session will be attempted when the SCADA application sends another SCADA message.

This approach was taken because SCADA applications must already deal with messages that are lost or damaged due to line noise. Some may retry, some may move to the next device in the polling cycle, some may send NACKs, etc. Retrying a cryptographic module message might result in delivery of a belated SCADA response when the master is not expecting it. Retrying cryptographic module messages might also cause congestion on the line. Leaving retry up to the SCADA application should be less likely to result in undesirable behavior.

SCADA data is transferred over dynamically established sessions that are generally bidirectional.  For such dynamic sessions, a sequence number is used to prevent replay, and is used as an input to the cipher suite in encrypting or decrypting the message.  In this way, one or more messages can be dropped without preventing decryption of later messages. If an appropriate clock resolution is determined during session negotiation, the sequence number may represent the transmission time of the message relative to the start of the session, and the receiver may additionally check that the message is received at approximately the correct time. This prevents an adversary from delaying messages in transit. For static sessions that are used for key exchange, however, a sequence number is undesirable, as it is preferable to minimize the amount of shared state that must be available between two cryptographic modules. Otherwise synchronization problems might arise that could prevent establishment of a session. Thus, the OPN, ACK and BEG messages that are exchanged over static sessions carry copies of the earlier message's sequence numbers to prevent replay.
4.2.3.2 Session negotiation
An initiating SCM shall send an OPN message within an ESTABLISHMENT session to establish a dynamic session with a responding SCM. The session type to be established is dependant on the type of information carried by the session. The responding SCM shall respond with an ACK within the ESTABLISHMENT session, if the initiating SCM is identified by the configuration of the responding SCM as a unit with which it can communicate and the OPN message is authentic.  The initiating SCM shall respond with a BEG message. The initiating SCM shall start a timer on sending the OPN, and cancel it upon receipt of the ACK. If the timer expires, the initiating SCM shall discard the session. The responding SCM shall start a timer on sending the ACK, and cancel it upon receipt of the BEG. If the timer expires, the responding SCM shall discard the session.  On receipt of the BEG, the responding SCM shall consider the session open. The initiating SCM shall consider the session open upon transmission of the BEG. While waiting for an ACK or BEG, an SCM shall discard or buffer any messages received from attached SCADA units.

SSPP shall provide the capability to block the establishment of a dynamic session for the following conditions and the initiating SCM shall attempt to negotiate a new session when required.
· If the OPN message is damaged and does not reach the responding SCM, the initiating SCM's timer will expire and no resources shall be reserved for the session.  
· If the ACK message is damaged and does not reach the initiating SCM, both timers will expire, and no resources shall be reserved for the session.  
· If the BEG message is damaged, the responding SCM's timer will expire, and no resources shall be reserved for the session.  The initiating SCM will consider it open, but if the responding SCM sends a new OPN for the same sessionId, the new session shall replace the current one. If the initiating SCM sends data on the partly open session, the responding SCM shall respond with an ERR message, and the responding SCM shall then close the partially open session.

4.2.3.2.1 Sequence number requirements and use

The sequence numbers for static sessions, which transport OPN, ACK, and BEG messages, shall be 112 bits long. They may be generated randomly or via a persistent incremental counter. If a secure pseudorandom generator is used, it shall be seeded with some information unique to the SCM, such as its address, and with at least 112 bits of true random information. The seed should be persistent over power loss. If a persistent incremental counter is used, its value shall be persistent for the lifetime of the device. 
The sequence numbers of the OPN and ACK messages shall be used to guard against replay of a session negotiation. They shall also used by the various cipher suites to ensure uniqueness of encrypted blocks. The ACK message shall include a copy of the sequence number of the matching OPN message. The BEG message shall include copies of both the matching OPN and ACK messages sequence numbers.

4.2.3.2.2 OPN, ACK and BEG message requirements and use

An OPN message may contain zero or more session requests. 
· An OPN shall not contain any broadcast session requests. 
· The ACK message shall include session requests that correspond to those of the OPN message. These session requests may fill in unspecified values of the session requests from the OPN, as explained below. 
· The ACK may include session requests for additional sessions. These may include broadcast session requests for which the sender of the ACK is the publisher. 
· The BEG corresponding to an ACK must include session requests for all the sessions from the ACK, except for broadcast session requests which shall not be repeated.  These session requests may fill in unspecified values of the session requests from the ACK, as explained below. 
· The BEG may include session requests for additional sessions. These may include broadcast session requests for which the sender of the BEG is the publisher. Session requests in a BEG shall not include unspecified values.

4.2.3.2.3 Rules to select selected values

If the resolution field of a session request is zero, the resolution, tolerance, base, and expiry fields of that request are unspecified. The receiver of an OPN or ACK is free to choose values for those fields as appropriate and supply them in an ACK or BEG. The following rules apply to the selection of these values. 

· The resolution field of a session request shall be greater or equal to the resolution field of the earlier session request. 

· The tolerance field of the session request shall be zero if the tolerance field of the previous session request is zero, and the resolution field was non-zero. 

· Tolerance of zero indicates that the SCM either does not support or does not wish to use session clocks.  Otherwise, the tolerance field of the session request shall be greater or equal to the tolerance field of the previous session request. 

· The sequence number length field shall be large enough to accommodate the maximum possible sequence number that could be generated before the session expires. 

· The base field of the session request shall be greater or equal to that of the earlier session request. 

· If the expiry field of the session request is zero, then the session shall never expire, and the expiry field of the following session request shall be zero. 

· Otherwise, the expiry field of the following session request shall be non-zero and chosen such that the expiry multiplied by the resolution is less or equal to the earlier session request's expiry multiplied by the resolution. That is, the actual time that the expiry field represents in a session request shall not be longer than that of the earlier session request. 

· The values of resolution, tolerance, base, and expiry contained in session requests in the BEG message shall be the agreed-on values for both SCMs to use.
4.2.3.3 Session clocks
Dynamic sessions have a session clock if a non-zero tolerance was present in the session request of the BEG message that opened the session. In this case, sequence numbers for the session represent time since the beginning of the session in ticks. 

· The duration of a tick is determined during session negotiation, and shall be short enough that no more than one message can be sent during a tick. 

· The receiver of a message shall check that the sequence number of a received message is both newer than the last received sequence number and within a tolerance, measured in ticks, of the current session time. 
· The receiver shall measure the current session time for this check upon receipt of the beginning of the message header, or as close to that as practical. 

The tolerance provides a window, twice the width of the tolerance, during which receipt of the message is allowed.  
· This tolerance is also determined during session negotiation, shall not be less than the ACK/BEG timeout used during session negotiation, and shall be wide enough to accommodate clock drift up to the expiry of the session. 

· Most sessions should begin at time 0; that is, a message sent immediately at the beginning of the session would have sequence number 0.  However, the initial time for the session may start at any value. This is particularly useful for broadcast sessions where the master SCM may have created the broadcast session when first negotiating with SCM A, and later must ensure when negotiating with SCM B that both SCM A and SCM B have the same view of time for that session.

A SCM sending a BEG message may determine the beginning of session time as the time when it initiates sending of the BEG message, completes sending of the BEG message, or any time between those two events. A reasonable choice is half way between those two events. A SCM receiving a BEG message may determine the beginning of session time as the time when it begins receiving the BEG message, completes receiving the BEG message, or any time between the two events. A reasonable choice is half way between those two events.
For sessions with a non-zero agreed-on value of expiry, both SCMs shall consider the session closed when (expiry - base) clock ticks have elapsed. Either or both SCMs may send CLS messages when the session expires, but sending is not required.

In selecting values for the resolution, tolerance, base, and expiry fields of a session request, whether issuing an OPN or responding to an ACK, a SCM should take into account both the ACK timeout value for session negotiation and potential clock drift.  As a general rule, tolerance should satisfy the following relation:

tolerance >= AckTimeout + expiry * 2 * ClockAccuracy

Where AckTimeout is the OPN or ACK timeout value and ClockAccuracy is the worst-case clock drift of the SCM's clock expressed as a fraction (e.g., parts-per-million). Twice the clock drift shall be used to allow for one clock drifting fast and the other drifting slow. 
The above negotiation rules ensure that two SCMs with different accuracy clocks will agree to use the worst-case tolerance. Care should be taken to ensure consistent units are used in evaluating this formula. As an example, with an AckTimeout of 1 second, expiry of 1 day, and clock accuracy of 50 ppm, tolerance should be at least 10 seconds. If too small a tolerance is used, the two SCM's clocks could drift enough that after some time the sequence numbers may consistently fall outside the valid window and all subsequent messages will be dropped until the session expires.
4.2.3.4 Session message formats
4.2.3.4.1 OPN message
An OPN message shall consist of:

numberSessions 
- 1 octet
0 or more session requests
The numberSessions octet indicates the number of session requests to follow in the message.

A session request consists of:

sessionType 
- 1 octet
sessionId 
- 1 octet
resolution
- 4 octets
tolerance
- 4 octets
seqLength
- 1 octet
base
- 8 octets
expiry
- 8 octets
cipherSuite 
- length dependant on the cipher suite

The sessionType field indicates the session type, which can be one of the following values:

DATA  =  1
MANAGEMENT  =  2
BROADCAST  =  3
MANAGEMENT_BROADCAST  =  4
DATA shall be used for regular SCADA data transfer; MANAGEMENT shall be used for in-band vendor-defined management functions; BROADCAST shall be used for SCADA data broadcasts, and MANAGEMENT_BROADCAST shall be used for in-band, vendor-defined broadcast management functions. 
· The sessionId field shall be the dynamic session id to use. The sessionId field shall not be zero. 
· Resolution shall be the number of microseconds per session clock tick. If resolution is zero in a session request in an OPN message, the resolution, tolerance, base, and expiry fields shall be considered unspecified, and the SCM receiving the message shall choose appropriate values. Resolution shall not be zero in a session request in a BEG message.  
· Tolerance shall be the maximum number of ticks that a sequence number may differ from the current session time. If zero, the tolerance check for received sequence numbers shall not be performed for messages received on this session. 

· SeqLength shall be the length of sequence numbers in the header of messages for the session, in octets. If non-zero, seqLength shall be between 2 and 14. 

· Base shall be the starting value for the session clock in ticks. The session is deemed to begin this many clock ticks before the session negotiation.  Base shall be less than expiry. 
· Expiry shall be the time from the beginning of the session (adjusted by base) until the session expires, in clock ticks. If expiry is zero, the session shall never time out.  If expiry is zero, tolerance shall be zero. If tolerance is not zero, expiry shall not be zero. 
· The content of the cipherSuite field depends on the particular cipher suite. The first octet of the cipherSuite shall always indicate the type of cipher suite. If zero, the SCM receiving the OPN message shall choose the cipher suite. The cipherSuite field shall not be zero in a session request in an ACK message.

OPN, ACK, and BEG messages may contain more than one session request to permit multiple sessions to be established in one negotiation. For example, a DATA session, a BROADCAST session, and a MANAGEMENT session could be established simultaneously.

OPN, ACK, and BEG messages shall only be sent within a static ESTABLISHMENT session.  The HMAC in the trailer shall not be truncated.

Before processing the session requests in an OPN, a SCM shall perform the following checks.
· If SCM A receives an OPN from SCM B while SCM A has an outstanding (unacknowledged) OPN to SCM B and SCM A's address is less than that of SCM B, SCM A shall ignore the OPN.
· If SCM A receives an OPN from SCM B while SCM A has an outstanding OPN to SCM B and A's address is greater than that of SCM B, SCM A shall mark closed any sessions related to its outstanding OPN, cancel any related timers, and respond to the incoming OPN.
These rules ensure that two SCMs that simultaneously issue OPNs to each other (on a full duplex channel) to establish a SCADA data session will establish only a single bidirectional data session.

A SCM shall mark closed, without issuing a CLS message, any sessions whose session identifiers appear in session requests in the OPN. This allows reopening of a session with different expiry or other parameters.
A SCM shall not send an ERR message or other negative acknowledgement upon the reception of an invalid OPN message (e.g., invalid by comparison with received trailer). A SCM shall record this event in its diagnostics/forensics log.
4.2.3.4.2 ACK message
An ACK message shall consist of:

seqOpn
- 14 octets
numberSessions
- 1 octet
0 or more session requests

The seqOpn field shall contain the sequence number from the OPN message, and shall be used by the originator of the OPN to match the ACK against the in-progress open operation. 
· When issuing an OPN message, a SCM shall start a timer that shall be used to cancel the session establishment operation if no response is received, and shall mark this timer with the sequence number from the OPN. 
· A SCM shall ignore any received ACK message for which it does not have an unexpired timer with matching association number. 
· The numberSessions octet shall indicate the number of session requests to follow in the message. A session shall be established for each such session request. 
· An ACK message shall include a session request for each session included in the corresponding OPN message. 
· An ACK message may include additional session requests. 
· Session requests shall be formatted as in the OPN message, except for the following rules.  If expiry is zero, resolution and base shall also be zero. If either expiry or tolerance is non-zero, resolution shall not be zero.

The OPN/ACK/BEG mechanism shall provide the capability to allow a SCM to initiate a session and either generate the keys itself, by placing them in the OPN message, or request its peer generate them, by using a zero cipher suite. If a zero cipher suite is used, the peer shall either generate keys and place them in the ACK, or ignore the OPN.

An ACK message shall be sent using the same static ESTABLISHMENT session as the OPN message it is acknowledging. The HMAC in the trailer shall not be truncated.
4.2.3.4.3 BEG message

A BEG message shall consist of:

seqOpn
- 14 octets
seqAck
- 14 octets
numberSessions
- 1 octet
0 or more session requests

The seqOpn field shall contain the sequence number from the OPN message. 
· The seqAck field shall contain the sequence number from the ACK message. 
· A SCM shall ignore any received BEG message for which it does not have an unexpired timer with matching sequence numbers. 

· The numberSessions octet shall indicate the number of session requests to follow in the message. A session shall be established for each such session request. 
· A BEG message shall include a session request for each session included in the corresponding ACK message. A BEG message may include additional session requests. 
· Session requests shall be formatted as in the OPN message, except for the following rules.  If expiry is zero, resolution and base shall also be zero.  If either expiry or tolerance is non-zero, resolution shall not be zero.

A BEG message shall be sent using the same static ESTABLISHMENT session as the ACK message it is acknowledging. The HMAC in the trailer shall not be truncated.
4.2.3.4.4 DTA message

A DTA message shall consist of:

data 
- message

A DTA message may consist of either SCADA data or management data. A DTA message may be sent on either a static or dynamic session. A DTA message containing SCADA data should be sent on a dynamic session.
4.2.3.4.5 CLS message

A CLS message shall consist of:

message 
- optional error message

The session that is closed is the session that shall be used to transfer the CLS message. The message field shall be an optional error message.  
A SCM receiving a CLS message with a valid trailer shall treat the session as closed and shall not transmit any further data on the session. A CLS message with an invalid trailer shall be silently ignored, regardless of the cipher suite that is in use. The receiving SCM shall not use the sequence number/session clock of the CLS message to determine its validity.
A CLS message shall be sent within a dynamic session only.

A SCM receiving a CLS message for a static session shall discard it quietly, without response to the sending SCM.
4.2.3.4.6 ERR message

An ERR message shall consist of:

destAddress 
- 2 octets
srcAddress 
- 2 octets
sessionId 
- 1 octet
trailerLength
- 1 octet
receivedTrailer
- trailerLength octets
errorMsg 
- optional error message

The destAddress, srcAddress, and sessionId fields shall use the corresponding fields from the transport header of the message that the ERR is issued against. 
· The field shall contain the trailer of a recently received DTA message for that session. The reminder of the message is an optional error message. 
· Any non-ERR message with a non-broadcast destAddress received on a non-open session shall be treated as an "errant" message. 
· An ERR message should be returned in response to receipt of any such errant message. Since the session is not open, the SCM receiving the errant message cannot decrypt it nor verify its integrity, and thus cannot distinguish a valid message from one whose sessionId was damaged by line noise or an attacker. 
· The SCM shall respond with ERR indicating the sessionId and shall include the trailer of the errant message. 
· A SCM receiving an ERR message shall check that the trailer contained in the message is one that was recently sent. If not, the ERR shall be ignored. 
· However, if the trailer is recent, the SCM shall close the session that is indicated by the sessionId contained in the ERR message. In order to determine if the trailer contained in an ERR message was recently sent, SCMs shall retain the trailers of at least the last three messages transmitted.
The rationale for this type of message is that it is possible as a result of line noise during session establishment or termination. For one SCM to think a particular sessionId corresponds to an open session, while the other thinks that session does not exist. Since the protocol does not send ACKs or NACKs for DTA messages, ERR ensures that a SCM will not continuously send messages on a session that the receiver thinks does not exist. Returning the trailer of the errant message in the ERR message prevents an adversary from replaying an ERR message and thereby performing a trivial denial-of-service attack.

An ERR message shall be sent on a static session.
4.2.3.4.7 RCA message

A RCA (Request CM Address) message shall consist of only the header and trailer;  i.e., it does not contain a payload.
A RCA message shall be sent with 0 as the destination address, and the sending CM's address as the source address.  A RCA message shall be sent using a sessionId of 0 to indicate to the receiving SCM that this message should be processed; treating the payload (messageType) as unencrypted and the trailer shall contain the four most significant octets of a SHA1 hash.
A SCM receiving a RCA message shall respond with a CAR message.
4.2.3.4.8 CAR message

A CAR (CM Address Response) message shall consist of:

CM address 
- 2 octets
A CAR message shall be sent using address 0 as the source address and the address of the CM that sent the RCA message as the destination address. The CAR message shall be sent using a session id of 0 to indicate to the receiving SCM that this message should be processed; treating the payload (messageType and CM address) as unencrypted and the trailer shall contain the four most significant octets of a SHA1 hash.
A CAR message shall only be sent after the reception of a RCA message.
4.2.3.5 Session state machine
State diagrams are used to describe the various actions that are associated with events at the session layer. An IEEE P1711 compliant implementation shall behave equivalently to this state machine.

Table 3 illustrates the behavior of a state machine for static sessions. The event "rcv bad" shall be used to indicate the reception of a message on a static session whose verification fails or is otherwise incorrectly formatted or cannot be decrypted.

Table 2 Session state machine for static sessions

	Event
	Action

	send OPN
	3

	send DTA
	1

	rcv OPN
	3

	rcv ACK
	3

	rcv DTA
	2

	rcv CLS
	1

	rcv ERR
	3

	rcv bad 
	1


An IEEE P1711 compliant implementation shall perform the following actions:

1: do nothing
2: process payload
3: make appropriate transition in dynamic session state machine for session request

Note that a static session shall not be closed via a CLS message. A CLS that is received on a static session shall be ignored.
Table 3 illustrates the behavior of a state machine for one dynamic session. Each dynamic session has an associated state machine to determine its actions. An IEEE P1711 compliant implementation shall behave equivalently to this state machine.

Table 3 Session state machine for one dynamic session

	Action / Event
	Current State

	
	closed
	wait_ACK
	wait_BEG
	open

	send OPN
	wait_ACK, 3
	X
	X
	wait_ACK, 3

	send DTA
	X
	X
	X
	open, 1

	send CLS
	X
	X
	X
	closed, 1

	rcv OPN
	wait_BEG, 5
	wait_BEG, 4
	wait_BEG, 8
	wait_BEG, 11

	rcv ACK
	closed, 1
	open, 6
	wait_BEG, 1
	open, 1

	rcv BEG
	closed, 1
	wait_ACK, 1
	open, 9
	open, 1

	rcv DTA
	closed, 7
	wait_ACK, 1
	wait_BEG, 1
	open, 2

	rcv CLS
	closed, 1
	wait_ACK, 1
	wait_BEG, 1
	closed, 1

	rcv ERR
	closed, 1
	closed, 10
	closed, 9
	closed, 1

	rcv bad
	closed, 1
	wait_ACK, 1
	wait_BEG, 1
	open, 1

	ACK timeout
	X
	closed, 1
	X
	X

	BEG timeout
	X
	X
	closed, 1
	X


Note, X = cannot occur

An IEEE P1711 compliant implementation shall perform the following actions:
1:  do nothing
2:  process payload
3:  start ACK timer
4:  cancel ACK timer, send ACK, start BEG timer
5:  send ACK, start BEG timer
6:  cancel ACK timer, send BEG
7:  send ERR
8:  cancel BEG timer, send ACK, start BEG timer
9:  cancel BEG timer
10: cancel ACK timer
11: close current session D, send ACK, start BEG timer
The event "send OPN" shall be used to indicate sending an OPN message on some static session (designated S) and shall indicate a dynamic session (designated D) in the payload. 
· The event "send CLS" shall be used to indicate sending a CLS message on session D to close the session.

· The event "send DTA" shall be used to indicate sending a DTA message on dynamic session D. The event "rcv OPN" shall be used to indicate receiving an OPN message on some static session S that contains a session request for dynamic session D. 
· The event "rcv ACK" shall be used to indicate receiving an ACK message on some static session S and indicating D in the payload. 
· The event "rcv CLS" shall be used to indicate receiving a CLS message on session D.  
· The event "rcv DTA" shall be used to indicate receiving a DTA message on dynamic session D.  
· The event "rcv ERR" shall be used to indicate receiving an ERR message on some static session S and indicating dynamic session D in the payload. 
· The event "rcv bad" shall be used to indicate receiving a message on dynamic session D whose checksum verification fails or is otherwise incorrectly formatted or cannot be decrypted.
4.2.3.6 Broadcast messages

Broadcast sessions are a special type of data session that shall be used for SCADA broadcast data. A BROADCAST session can be opened between a pair of SCMs at the same time as a DATA session is opened. However, the session shall be interpreted with respect to the Publisher's source SCM address and the broadcast SCM destination address (0xFFFF), where the Publisher shall be defined to be the SCM that placed the broadcast session request in the ACK or BEG. That is, if the broadcast request is placed in the ACK, then the SCM sending the ACK shall be the Publisher.

In the case of the OPN, ACK, and BEG sequence, the DATA session shall be established to transfer SCADA messages. If SCADA broadcast is possible (as indicated by the configuration setting), the ACK or BEG (depending on who initiated with the OPN) shall also have a session request with the parameters to be used for the encrypted broadcast session. If the DATA session is considered active, then the associated broadcast session shall be also considered active, as are all other sessions requested in the OPN/ACK/BEG sequence. Broadcast sessions shall be handled as unicast, and Subscriber SCMs shall not send using the broadcast session parameters.
The SCM assigned the role as the Publisher (usually associated with the SCADA host) shall generate the broadcast session parameters to be sent to each receiving SCM (usually in the field). A typical manner in which a SCM may operate is to dynamically generate cryptographic keys for broadcast as it issues the first OPN for a dynamic session. These same keys can then be issued other SCMs in subsequent OPN messages. Other methods are possible, as long as all Subscribers SCMs having an open dynamic data session with the Publisher SCM will also have an open broadcast session using a common set of keys for the broadcast session. Periodically (user settable) the Publisher should close all broadcast sessions and re-establish them with new keys.

A broadcast session shall be unidirectional.  That is, the broadcast address 0xFFFF shall not be used as the source address of a message.
4.2.3.7 Forensics and intrusion detection

The reception of an OPN message that failed validation shall be identified as an item to be recorded in the diagnostics/forensics log of the cryptographic module. The log shall include (but is not limited to) the sending cryptographic module address, the session which was used for the message, and the reason for failure (e.g., failed MAC, incorrect session)
4.2.4 Transport layer

The purpose of the transport layer is to wrap and protect a session layer message so as to preserve its integrity and confidentiality against an adversary. The transport layer ensures that an adversary cannot forge or alter messages, read messages, reorder messages, or replay old messages.

· A transport layer message shall consist of a header, a variable length payload, and a fixed length trailer (which is cipher suite dependant). 
· The transport layer shall rely on the link layer to identify the boundaries between the header and payload, and between the payload and trailer. 
· At the sender, the transport layer shall encrypt the message received from the session layer to form the payload. 
· The transport layer shall generate a header and a trailer, and the three sections are passed to the link layer. 
· The specific method of encryption depends on the cipher suite associated with the session the message is transmitted on. 
· At the receiver, the transport layer receives the header, payload, and trailer from the link layer. 

· The transport layer shall check the validity of the header, possibly including a sequence number, prior to processing the payload.  
· The transport layer shall decrypt the payload, and may forward decrypted data to the session layer as soon as it is available, or may withhold all data until after processing the trailer, depending on the cipher suite. 
· Finally, the transport layer shall compute a cipher-suite-dependent check value of the message and shall compare it to the check value in the trailer. If the check value does not match, the SCM shall discard the message (if holding back the entire message to verify before transmitting to the attached SCADA unit), or any portion that has not been sent to the attached SCADA unit (if transferring the message as it is decrypted).

An IEEE P1711 compliant implementation shall format a transport layer message as follows:

header:
    type 
- 1 octet
    destAddress 
- 2 octets
    srcAddress 
- 2 octets
    sessionId 
- 1 octet
    sequence 
- variable octets
payload (encrypted per cipher suite):
    message 
- variable size message (see session layer)
    padding 
- dependant upon the cipher suite 
trailer:
    check value 
- dependent upon cipher suite
If any of the transport layer fields of a received message are found to be invalid, the message shall be silently discarded. The SCM shall log the discard event in the diagnostic/forensic log of the cryptographic module.
4.2.4.1 Transport layer header

The type field of the header shall contain a protocol version number (currently 1) in the upper three bits (7:5), an alert flag in the fourth bit (4:4), and the message type in the lower four bits (3:0). The message type shall be one of the following values:
OPN  
=  1
ACK  
=  2
DTA  
=  3
CLS  
=  4
ERR  
=  5
BEG  
=  6
RCA  
=  7
CAR  
=  8
The alert flag may be set in any DTA or CLS message and shall be used to indicate by the sending SCM to the receiving SCM that it has encountered a vendor-specified condition (e.g., key expiration, tampering detection). The conditions on which an alert bit is set or cleared shall be vendor defined.

The destAddress and srcAddress shall be the SCM addresses of the destination and source SCMs.  A SCM shall ignore any messages not containing its own address or the broadcast address 0xFFFF in the destAddress field. A SCM shall set the srcAddress field to its own address in all messages it sends.

The sessionId shall be used to specify the session in which the payload is encrypted.

The transport layer header shall not be encrypted.
4.2.4.2 Transport layer payload

The transport layer payload shall contain a session layer message whose type is indicated in the transport layer header. The transport layer payload shall be encrypted and padded as defined for the session's cipher suite.
4.2.4.3 Transport layer trailer

The transport layer trailer shall be a check value of the octets constituting the transport layer header and the transport layer payload. The function for computing the check value and the transmitted length (which may involve truncation of the value) depend on the cipher suite.

The transport layer trailer shall not be encrypted.
4.2.4.4 Transport layer sequence numbers

Sequence numbers shall be 112 bits (14 octets) for static sessions and variable length for dynamic sessions.

For static sessions, sequence numbers shall be either 112-bit random numbers, or shall be values pulled from a 112-bit counter that is persistent over the lifetime of the device (and will never repeat). If from a persistent counter, only one 112-bit persistent counter is needed per SCM; that is, all communications with all peer SCMs can share the same counter.

For dynamic sessions, the length of the sequence number shall be negotiated during session exchange by including an extra value in each session request. 
· The sequence number length can vary from 16 bits to 112 bits, in multiples of 8 (2 to 14 octets). 
· Dynamic session sequence numbers shall be either sequentially increasing counter values, or monotonically increasing clock values. 
· The length of the sequence number shall be chosen at session negotiation so that the session will expire before the counter or clock overflows. 
· A SCM receiving a message on a dynamic session shall determine the length of the sequence number by looking the session number up in a table - no representation of the sequence number length is present in the header.  
· For dynamic sessions, the SCM shall also ensure that a received message has a greater sequence number than the last one received on the same session, except for CLS messages. 
· If a session clock is in use, the SCM shall also ensure that the sequence number is within a tolerance of the current session time, except for CLS messages.
4.2.4.5 Transport layer error handling

For cipher suites that require holdback, a receiver shall verify the check value in the transport layer trailer of a message before taking any action that makes use of the decrypted payload; if the check value does not verify, the receiver shall discard the message. The SCM shall log the discard event in the diagnostic/forensic log of the cryptographic module.
4.2.5 Link layer

The link layer is concerned with the formatting of SSPP messages as individual octets on the serial communications link. Its function is to identify the beginning and end of an SSPP message and to locate the transport layer header, payload, and trailer sections of a message. The link layer message layout is designed to permit mixing SSPP messages and most types of SCADA messages without interference on the same communications link for mixed-mode operation.  
There are two link layer specifications, one for use on links with 8-bit data transfers, and one for use on links with 7-bit data transfers. The 8-bit link layer should be used whenever possible. The 8-bit link layer delimits an SSPP message with two-octet markers for the start of the message, start of the trailer, and end of the message. To avoid interference with plaintext SCADA traffic, these markers are configurable. The 7-bit link layer has no configurable markers.
4.2.5.1 8-bit link layer message format

A link layer message shall consist of three sections: header, payload, and trailer. To identify the beginning and end of these elements and the overall message, a SCM shall implement the following four sequences:

ESC SOM
Start Of Message 
ESC SOT
Start Of Trailer 
ESC EOM
End Of Message 
ESC ESC
Escape 

The first three sequences shall be used to identify the different parts of a message. The last sequence, ESC ESC, shall be sent when the value of the ESC octet is  sent as ordinary data (see below for details;  the other octet values of SOM, SOT and EOM do not need to be escaped because they only have special meaning when preceded by the ESC octet). In addition, a SCM may implement 1 or more of the following additional sequences:

ESC RC1
Replacement Character 1
    ...
ESC RCn
Replacement Character n

These sequences shall be used as to avoid transmitting particular octets that might interfere with unprotected SCADA messages. The octets whose presence should be avoided in an SCM message shall be denoted as SC1 through SCn (Special SCADA Character 1 through Special SCADA Character n).
Each of ESC, SOM, SOT, EOM, and RC1 ... RCn shall be configurable octets and all shall be different. If the SCMs will be operating in mixed-mode (both SCM and SCADA messages carried on the same link), these octets should be chosen to avoid octets having special meaning for the SCADA protocol. All SCMs sharing the same communications link shall use the same configured octets. Because this is a configuration issue, the configuring entity shall ensure that this requirement is met.

To send a message, the transport layer provides the link layer with three message sections: header, payload, and trailer. The link layer shall format and transmit these as follows:

ESC  SOM  header  payload  ESC  SOT  trailer  ESC  EOM

During transmission of the header, payload, or trailer, the link layer shall transmit ESC ESC for any occurrence of the ESC octet followed by any of the special characters ESC, SOM, SOT, EOM, SCi, or RCi.

When receiving a message, the link layer shall identify the three sections of the message and indicate them to the transport layer. A SCM receiving ESC ESC in the header, payload, or trailer shall discard one of the ESC octets and treat the other as ordinary data.  The receiver shall separate the header from the payload by counting the first sequence length + 6 octets as header.
If a SCM supports 1 or more sequences ESC RC1 thru ESC RCn, it shall support an equal number of configurable octets SC1 thru SCn. These SCADA Characters (octets) are those with special meaning to SCADA devices that shall never be sent in SSPP messages on the communications link. If configured, SC1 thru SCn shall all be different, and shall be different from ESC, SOM, SOP, SOT, EOM, and RC1 thru RCn. During transmission of the header, payload, or trailer, the link layer shall transmit ESC RCi for any occurrence of the SCi octet. A SCM receiving ESC RCi in the header, payload, or trailer of an SSPP message shall behave as if SCi were received as an ordinary octet.
A sender should avoid leaving gaps between octets in the link layer message to simplify mixed mode operation with timing sensitive SCADA protocols such as MODBUS. Since the payload is usually encrypted by the transport using a block cipher, this may mean delaying the ESC SOM at the beginning of the message until enough octets of the SCADA message have been received so that when a full cipher block becomes available, the last octet of the header has just been transmitted.
4.2.5.2 8-bit link layer error conditions during receive

If the link layer encounters any of the defined markers out of order, the SCM shall discard the rest of the message and return to listening for ESC SOM. The link layer should also signal the next layer that an error occurred so that the next layer can flush any partial message. In the event that the out-of-order marker is ESC SOM, the current message shall be discarded and a new message begun.

The link layer shall implement a timer that tracks the time elapsed since the last octet was received. If this timer exceeds some configurable value, the partial message shall be discarded, and the SCM shall return to listening for ESC SOM.  Other actions may also be necessary, such as terminating a partial SCADA command that has been sent out the cleartext port.
4.2.5.3 8-bit link layer sender state machine
Table 4 describes the state transitions for a finite state machine that shall be used to send link layer messages. The link layer implementation of a SCM shall operate in an equivalent manner to this state machine. Given a state (column in the table) and an input character (row), the table gives the next state for the state machine and an action to take. 

· The actions StartM, StartT, and EndM shall be used to indicate that the sender wishes to begin a message, begin a trailer section, or end a message. These actions shall appear in the order StartM, StartT, EndM, separated by one or more characters. 

· The state NotInM shall be used to indicate the sender has not begun a message. 

· The state InM shall be used to indicate that the sender is in the message (header or payload) section. 

· The state InT shall be used to indicate that the sender is in the trailer section. 

· The states escInM and escInT shall be used to indicate the sender just previously sent an ESC character while in the message (header/payload) or trailer section. 

· The initial state shall be  NotInM. 

· In the event of any discrepancy between this transition table and the description in the preceding clauses, this transition table shall take precedence.

Table 4 Eight-bit Link layer sender state machine

	Action/
Char to 
Send
	Current State

	
	NotInM
	InM
	escInM
	InT
	escInT

	StartM
	InM  1
	X
	X
	X
	X

	StartT
	X
	InT  2
	InT  3
	X
	X

	EndM
	X
	X
	X
	NotInM  4
	NotInM  5

	ESC
	X
	escInM  6
	escInM  8
	escInT  6
	escInT  8

	SOM
	X
	InM  6
	InM  8
	InT  6
	InT  8

	SOT
	X
	InM  6
	InM  8
	InT  6
	InT  8

	EOM
	X
	InM  6
	InM  8
	InT  6
	InT  8

	SCi
	X
	InM  7
	InM  9
	InT  7
	InT  9

	RCi
	X
	InM  6
	InM  8
	InT  6
	InT  8

	other
	X
	InM  6
	InM  6
	InT  6
	InT  6


An IEEE P1711 compliant implementation shall perform the following actions:

1:  send ESC, SOM
2:  send ESC, SOT
3:  send ESC, ESC, SOT
4:  send ESC, EOM
5:  send ESC, ESC, EOM
6:  send current character
7:  send ESC, RCi
8:  send ESC, current character
9:  send ESC, ESC, RCi

4.2.5.4 8-bit link layer receiver state machine
Table 5 describes the state transitions for an eight-bit finite state machine that recognizes received link layer messages. The link layer implementation of a SCM shall operate in an equivalent manner to this state machine. Given a state (column in the table) and an input octet or event (row), the table gives the next state for the state machine and an action to take. 

· The states lookSOM, lookSOT, and lookEOM shall be used to indicate the receiver is in a state where it is looking for an ESC SOM, ESC SOT, or ESC EOM sequence to recognize the next part of the message, while building the current element. 
· The states escSOM, escSOT, and escEOM shall be used to indicate the receiver has seen an ESC and is looking for an SOM, SOT, or EOM. 
· The initial state shall be lookSOM.  
· In the event of any discrepancy between this transition table and the description in the preceding clauses, this transition table shall take precedence.
Table 5 Eight-bit link layer receiver state machine

	Received 
Octet/
Event
	Current State

	
	lookSOM
	escSOM
	lookSOT
	escSOT
	lookEOM
	escEOM

	ESC
	escSOM  1
	escSOM  1
	escSOT  1
	lookSOT  2
	escEOM  1
	lookEOM  2

	SOM
	lookSOM  1
	lookSOT  5
	lookSOT  2
	lookSOT  4
	lookEOM  2
	lookSOT  4

	SOT
	lookSOM  1
	lookSOM  1
	lookSOT  2
	lookEOM   6
	lookEOM  2
	lookSOM  3

	EOM
	lookSOM  1
	lookSOM  1
	lookSOT  2
	lookSOM   3
	lookEOM  2
	lookSOM  7

	RCi
	lookSOM  1
	lookSOM  1
	lookSOT  2
	lookSOT   9
	lookEOM  2
	lookEOM  9

	SCi
	lookSOM  1
	lookSOM  1
	lookSOT  2
	lookSOT  8
	lookEOM  2
	lookEOM  8

	other
	lookSOM  1
	lookSOM  1
	lookSOT  2
	lookSOT  9
	lookEOM  2
	lookEOM  9

	Timeout
	lookSOM  1
	lookSOM  1
	lookSOM  3
	lookSOM  3
	lookSOM  3
	lookSOM  3


An IEEE P1711 compliant implementation shall perform the following actions:

1:  do nothing
2:  add octet to current header/payload/trailer
3:  discard any partial message
4:  discard any partial message, start header
5:  start message (header/payload)
6:  start trailer
7:  end of message
8:  add SCi to current header/payload/trailer
9:  add ESC, current character to current header/payload/trailer
4.2.5.5 7-bit link layer

An implementation may provide the optional 7-bit link layer. IEEE P1711 support for this option is optional, but if implemented it shall conform to the following requirements.

The 7-bit link layer shall format an SSPP message as:

( base64-header-and-payload * base64-trailer )

The '(', '*', and ')' are those ASCII characters with decimal values 40, 42, and 41 respectively.  The sections base64-header-and-payload, and base64-trailer shall be encoded by taking each successive 6 bits of data (zero-padded to fill the last 6 bits as needed) and using it to select one of the 64 characters 'A'-'Z', 'a'-'z', '0'-'9', '+', or '/' according to Table 6.
Table 6 Seven-bit link layer ASCII requirements

	Value
	Encoding
	
	Value
	Encoding
	
	Value
	Encoding
	
	Value
	Encoding

	0
	A
	
	16
	Q
	
	32
	g
	
	48
	w

	1
	B
	
	17
	R
	
	33
	h
	
	49
	x

	2
	C
	
	18
	S
	
	34
	i
	
	50
	y

	3
	D
	
	19
	T
	
	35
	j
	
	51
	z

	4
	E
	
	20
	U
	
	36
	k
	
	52
	0

	5
	F
	
	21
	V
	
	37
	l
	
	53
	1

	6
	G
	
	22
	W
	
	38
	m
	
	54
	2

	7
	H
	
	23
	X
	
	39
	n
	
	55
	3

	8
	I
	
	24
	Y
	
	40
	o
	
	56
	4

	9
	J
	
	25
	Z
	
	41
	p
	
	57
	5

	10
	K
	
	26
	a
	
	42
	q
	
	58
	6

	11
	L
	
	27
	b
	
	43
	r
	
	59
	7

	12
	M
	
	28
	c
	
	44
	s
	
	60
	8

	13
	N
	
	29
	d
	
	45
	t
	
	61
	9

	14
	O
	
	30
	e
	
	46
	u
	
	62
	+

	15
	P
	
	31
	f
	
	47
	v
	
	63
	/


When decoding a message using the 7-bit link layer, each received character in the range 'A'-'Z', 'a'-'z', '0'-'9', '+', or '/' contributes 6 bits to the current message section. If any unexpected character is received, the current partial message shall be discarded and the receiver shall resume looking for '(' to indicate the start of a new message. Table 7 represents the actions a receiver shall take. A received character M shall be used to indicate a character in the range 'A'-'Z', 'a'-'z', '0'-'9', '+', or '/'.
Table 7 Seven-bit link layer state machine

	Received Char / Event
	Current State

	
	lookSOM
	lookSOT
	lookEOM

	'('
	lookSOT  5
	lookSOT  4
	lookSOT  4

	'*'
	lookSOM  1
	lookEOM  6
	lookSOM  3

	')'
	lookSOM  1
	lookSOM  3
	lookSOM  7

	M
	lookSOM  1
	lookSOT  2
	lookEOM  2

	other
	lookSOM  1
	lookSOM  3
	lookSOM  3

	Timeout
	lookSOM  1
	lookSOM  3
	lookSOM  3


An IEEE P1711 compliant implementation shall perform the following actions:

1:  do nothing
2:  add 6 bits from character to current header/payload/trailer
3:  discard any partial message
4:  discard any partial message, start header
5:  start header
6:  start trailer
7:  end of message
4.2.6 Cipher suites

The cipher suites are an enumerated list.

Cipher suite numbers are two octets (16 bits) and are always expressed in hexadecimal.  No cipher suite may be numbered 0.  
The top-most bit, 0x8000, indicates that the suite is vendor defined, and might not be interpreted correctly by SCMs manufactured by a different vendor.

VENDOR_DEFINED 
= 0x8000 – 0xFFFF
The cipher suites defined by IEEE P1711 that shall be implemented are 0x0002, 0x0007, and 0x0009.  The remaining suites are optional. Implementations shall not issue OPN or ACK messages using any values other than those, unless the VENDOR_DEFINED bit is set.
4.2.6.1 IEEE P1711 defined cipher suites

There are currently 10 cipher suites defined by IEEE P1711 for use with SCMs. The algorithms for cryptographic hashing, message authentication, and encryption draw upon the processes developed by the National Institute of Standards and Technology (NIST) and described in Federal Information Processing Standard )FIPS) Publications and Special Publications. 

· SHA1 and SHA256 refer to the first two hash algorithms defined in FIPS 180-2—Secure Hash Standard.  
· HmacSHA1 and HmacSHA256 refer to the message authentication described in FIPS 198—The Keyed-Hash Message Authentication Code, using SHA1 and SHA256, respectively.  
· AES128, AES192, and AES256 are the encryption algorithms described in FIPS 197—Advanced Encryption Standard.  
· CTR mode refers to the encryption mode (using AES) described in SP 800-38A—Recommendation for Block Cipher Modes of Operation.  
· PE mode refers to an encryption mode combining CTR mode and ECB mode (see SP 800-38A), and developed for streaming SCADA messages.  It relies on the SCADA protocol's ability to detect incorrect SCADA messages.  PE mode is more fully described in its Appendix.

4.2.6.1.1 Whitening and initialization vector calculation

Several of the suites refer to values called X, Y, S, and R that are defined as follows. 

· If the cipher suite is used to encrypt data for a static session or a broadcast session, X, Y, S, and R shall all be zero.  
· Otherwise, the cipher suite is either used to encrypt or decrypt a message on a dynamic session. X shall be a 128-bit value formed by concatenating the 16-bit SCM address of the encrypting SCM and the 112-bit sequence number of the OPN or ACK message that the encrypting SCM sent. The encrypting SCM sent either an OPN or an ACK depending on which SCM initiated the session. 

· Y shall be a 128-bit value formed by concatenating the 16-bit SCM address of the decrypting SCM and the 112-bit sequence number of the OPN or ACK message that the decrypting SCM sent.  
· If the cipher suite is used to encrypt, S shall be:

    S = Enc( Enc(X) XOR Y ), where Enc shall be a single block AES encryption using the cipher suite key.  
· If the cipher suite is used to decrypt, R shall be:

    R = Enc( Enc(Y) XOR X )

Note S and R can be computed once at session negotiation and saved for the duration of the session.
4.2.6.1.2 CTR mode with holdback

There are two cipher suites that use CTR-mode of AES for encryption, and full holdback:  0x0001 and 0x0004. Suite 0x0001 shall use HmacSHA1 with 160 bit keys, while suite 0x0004 shall use HmacSHA256 with 256 bit keys for message authentication.  These cipher suites shall only be used for dynamic sessions.

Each 16-octet block of the payload shall be XORed with a 16-octet value. This value shall be generated by encrypting the following data with the session's encryption key using AES/ECB:

block number within msg (first block is 0) 
- 2 octets
sequence number or random value 

- 14 octets

Then, the result shall be XORed with S. The sequence number shall be padded on the left with zeros to fill 14 octets if necessary.

The transport layer payload shall not be padded. If the final block of the payload is less than 16 octets, the output of the encryption step shall be truncated to the input block length.
For sessions using these cipher suites, the transport layer trailer shall be HmacSHA MAC constructed in the following manner.

· For dynamic non-broadcast sessions, the input to the MAC shall be the value X, then Y, then the unencrypted transport layer header, then the encrypted transport layer payload.

· For broadcast sessions, the input to the MAC shall be the unencrypted transport layer header and the encrypted transport layer payload.

The MAC shall be truncated, if necessary, by dropping octets from the right.

For sessions using these cipher suites, the receiver shall check the MAC in the transport layer trailer of a message before taking any action that makes use of the decrypted payload. If the MAC does not verify, the receiver shall discard the message.

The configuration parameters for this cipher suite shall be formatted as follows for use in an OPN, ACK, or BEG message:

suiteNumber 
- 2 octets = 0x0001 or 0x0004
macLength 

- 1 octet
AES key 

- 16 octets
HmacSHA key 
- 20 or 32 octets  

The macLength shall represent the length to which the MAC is truncated, in octets.
4.2.6.1.3 PE mode with no holdback

There are two cipher suites that use AES in PE-mode with no holdback of the message: 0x0002 and 0x0005.  Suite 0x0002 shall use HmacSHA1 with 160 bit keys, while Suite 0x0005 shall use HmacSHA256 with 256 bit keys for message authentication. These cipher suites shall be used for dynamic sessions only, not for static sessions. They shall only be used for SCADA data sessions when the SCADA protocol is known to use a 16-bit or longer CRC checksum.

During encryption, a 16-octet whitener shall be constructed by encrypting the following with AES/ECB using the session encryption key:
block number within msg (first block is 0) 
- 2 octets
sequence number, or zeros 


- 14 octets

Then, the result shall be XORed with S (defined above).  The sequence number shall be padded on the left if necessary with zeros to fill 14 octets. Then each 16-octet block of the padded payload shall be XORed with the whitener. This result shall be encrypted with AES/ECB using the session encryption key. The output of the encryption shall again be whitened by XORing with the same whitener value.
The transport layer payload shall be padded with from 1 to 16 octets so that the payload and padding are a multiple of 16 octets in length. The first octet of padding shall be 0x80, and all remaining octets of padding shall be zeros. On receipt of the last encrypted block, the decrypted block and any portion of the previously decrypted blocks not forwarded shall be silently discarded if the SCM cannot detect valid padding.

For sessions using these cipher suites, the transport layer trailer shall be HmacSHA MAC constructed in the following manner.

· For dynamic non-broadcast sessions, the input to the MAC shall be the value X, then Y, then the unencrypted transport layer header, then the encrypted transport layer payload.

· For broadcast sessions, the input to the MAC shall be the unencrypted transport layer header and the encrypted transport layer payload.

The MAC shall be truncated, if necessary, by dropping octets from the right.

For DTA messages using these cipher suites, the receiver shall verify that the sequence number is within the tolerance of the session clock. If not, the message shall be silently discarded.  Otherwise, the receiver should forward each block of decrypted data to the receiving SCADA equipment as soon as it is decrypted. The receiver shall update its receive sequence number to that of a received message whenever that message's sequence number is newer and within the tolerance of the session clock, even if the MAC in the trailer is incorrect. These cipher suites shall not be used without a session clock.
The configuration parameters for this cipher suite shall be formatted as follows for use in an OPN, ACK, or BEG message:

suiteNumber 
- 2 octets = 0x0002 or 0x0005
macLength 

- 1 octet
AES key 

- 16 octets
HmacSHA1 key 
- 20 or 32 octets  

The macLength shall represent the length to which the MAC is truncated, in octets.
PE-mode as used in these cipher suites shall not use the MAC (HmacSHA1 or HmacSHA256) to authenticate the received, encrypted message before the SCADA message is decrypted and sent to the local, attached SCADA unit. PE-mode shall rely on the message validation in the SCADA protocol (e.g., CRC) to identify a mangled SCADA message that would result from noise or other modification of the SSPP message. This reliance is a tradeoff between the theoretical reductions in security vs. the increased latency that occurs with other cipher suites using full holdback of messages for authentication.
4.2.6.1.4 Clear text with hash

There are two cipher suites for cleartext with hash: 0x0003 and 0x0006. Suite 0x0003 shall use SHA1, while suite 0x0006 shall use SHA256 for message authentication. These cipher suites shall not be used to transfer SCADA data because they provide no security. They are intended to be used for certificate exchange by vendor-defined key management extensions.
· The payload of messages using these cipher suites shall not be encrypted.

· The payload of messages using these cipher suites shall not be padded.

For sessions using this cipher suite, the transport layer trailer shall be a SHA hash of the transport layer header and payload. The receiver shall check the hash in the transport layer trailer of a message before taking any action that makes use of the payload. If the hash does not verify, the receiver shall discard the message.

The security parameters for this cipher suite shall be formatted as follows for use in an OPN, ACK, or BEG message:

suiteNumber 
- 2 octets = 0x0003 or 0x0006
truncatedLength 
- 1 octet

The truncatedLength shall represent the length to which the hash must be truncated, in octets.
4.2.6.1.5 Clear text and MAC with holdback

There are two cipher suites for MAC only (no encryption/cleartext) with holdback: 0x0007 and 0x0008. Suite 0x0007 shall use HmacSHA1 with 160 bit keys, while Suite 0x0008 shall use HmacSHA256 with 256 bit keys for message authentication. These cipher suites shall be used only for dynamic session, not for static sessions.

The payload shall not be encrypted or padded.

For sessions using these cipher suites, the transport layer trailer shall be HmacSHA MAC constructed in the following manner.  

· For dynamic non-broadcast sessions, the input to the MAC shall be the value X, then Y, then the transport layer header, then the transport layer payload.

· For broadcast sessions, the input to the MAC shall be the transport layer header and the transport layer payload.

The MAC shall be truncated, if necessary, by dropping octets from the right.

For sessions using this cipher suite, the receiver shall check the MAC in the transport layer trailer of a message before taking any action that makes use of the payload. If the MAC does not verify, the receiver shall discard the message.

This cipher suite shall be formatted as follows for use in an OPN, ACK, or BEG message:

suiteNumber

- 2 octets = 0x0007 or 0x0008
macLength

- 1 octet
HmacSHA key
- 20 or 32 octets
The macLength shall represent the length to which the MAC must be truncated, in octets.
4.2.6.1.6 CBC mode with holdback
There are two cipher suites that use AES in Cipher Block Chaining (CBC) mode with holdback of the message for verification of the HMAC before processing: 0x0009 and 0x000A. Suite 0x0009 shall use HmacSHA1 with 160 bit keys, while Suite 0x000A shall use HmacSHA256 with 256 bit keys for message authentication. These cipher suites may be used for static or dynamic sessions.

The transport layer payload shall be padded with from 1 to 16 octets so that the payload and padding are a multiple of 16 octets in length. The first octet of padding is 0x80, and all remaining octets of padding shall be zeros. On receipt of the last encrypted block, the decrypted block and any portion of the previously decrypted blocks shall be silently discarded if the SCM cannot detect valid padding.

During encryption, each 16-octet block of the padded payload shall be XORed with the 16 octets of the previous cipher block. The first block shall be XORed with 16 octets of an Initialization Vector (IV) that shall be constructed by encrypting the following data with AES/ECB using the session encryption key:
zeros 

- 2 octets
sequence number 
- 14 octets

Then the result shall be XORed with S (defined above).

For sessions using these cipher suites, the transport layer trailer shall be HmacSHA MAC constructed in the following manner.

· For dynamic non-broadcast sessions, the first 32 octets of input to the MAC shall be the values X followed by Y as defined above. Following shall be the unencrypted transport layer header, then the encrypted transport layer payload.

· For static and broadcast sessions, the input to the MAC shall be the unencrypted transport layer header and the encrypted transport layer payload.

The MAC shall be truncated, if necessary, by dropping octets from the right.

For sessions using these cipher suites, the receiver shall check the MAC in the transport layer trailer of a message before taking any action that makes use of the decrypted payload. If the MAC does not verify, the receiver shall discard the message.

The configuration parameters for this cipher suite shall be formatted as follows for use in an OPN, ACK, or BEG message:

suiteNumber 
- 2 octets = 0x0009 or 0x000A
macLength 

- 1 octet
AES key 

- 16 octets
HmacSHA key 
- 20 or 32 octets  

The macLength shall represent the length to which the MAC is truncated, in octets.
4.2.6.2 Vendor defined cipher suites
The definition of a vendor-defined cipher suite may be proprietary, but shall fit within the constraints of the session, transport, and link layer operations. As noted above, a vendor-defined cipher suite shall be assigned a value within the range of 0x8000 to 0xFFFF, i.e., the most significant bit shall be set to 1.
Vendors shall not be permitted to claim IEEE P1711 compliance if they specify a cipher suite that uses data-independent, XOR-based stream ciphers with no holdback. However, it is possible that stream cipher variants (e.g., with forward error propagation), may be considered adequately secure. Therefore, users/operators/owners of cryptographic modules should investigate vendor-specified cipher suites before their use, including through independent verification.
4.2.7 Key management

Key management for SSPP involves the establishment of static sessions with encryption and authentication keys and other parameters.
4.2.7.1 Initial key loading
Establishment of the encryption and authentication keys for the static session shall be done in a secure fashion designated by the manufacturer of the cryptographic modules and in accordance with the FIPS 140-2 requirements.
4.2.7.2 In-band transfer of keys

In-band transfer of keys between operational cryptographic moduless shall be limited to the establishment of dynamic sessions, specifically the OPN and ACK messages that are sent using the static ESTABLISHMENT session. See the requirements for OPN and ACK messages, and the corresponding cipher suite descriptions for the format of the messages used to establish the encryption and authentication keys for dynamic sessions.

Keys for static sessions shall not be transferred in-band.

4.2.7.3 Revocation of keys

Encryption and authentication keys and other critical security parameters shall be destroyed upon their revocation; e.g., when the session associated with them is closed.
4.2.8 SSPP provisioning

Subsequent versions of the Serial SCADA Protection Protocol shall be described in later versions of IEEE P1711, or in standards that supersede IEEE P1711.

It is intended that subsequent versions of SSPP shall be upwardly compatible; i.e., cryptographic modules supporting an earlier version of SSPP shall be able to communicate with modules with later SSPP versions.

It also is intended that subsequent versions of SSPP shall include the capability of querying cryptographic modules as to their supported version. Modules that do not respond to such queries are assumed to be IEEE 1711 SSPP compliant modules.
4.2.9 SSPP management messages

A message with a zero length payload received on a session of type MANAGEMENT shall be a query for a vendor-defined version string. A SCM receiving such a message shall respond on the same session with a vendor-defined version string of length one or more. The version string shall include at least information identifying the vendor and version number of the implementation. The vendor identification should be chosen so as to be unlikely to conflict with the identification information of another vendor. For example, the ScadaSafe implementation returns a string of the form:

ScadaSafe V.V.V built YYYY/MM/DD HH:MM -TZTZ
Subsequent versions of the Serial SCADA Protection Protocol shall be described in later versions of IEEE P1711, or in standards that supersede IEEE P1711.
5. Implementation requirements and issues
The following issues were discovered in the prototype software development, laboratory and field testing AGA 12 compliant cryptographic modules. These lessons learned should be considered it the design, development and deployment of future IEEE P1711 compliant cryptographic modules.
5.1 Link layer mixed mode operation
The octets that are carried on the remote/ciphertext port fit into one of three categories:  SCADA messages, SSPP messages, and modem control. Modem traffic alternates with the other two, based on the current state of the modem. However, a SCM needs to be able autonomously communicate both SSPP and SCADA messages to permit mixed mode operation. A SCM with this capability must be listening for two different types of messages simultaneously. As noted in Clause 1.3.2.9.2, the SCM link layer markers are selected properly to avoid confusion with the SCADA traffic. In the prototype development software, this was implemented with a stack of processors, one processor for each SCADA protocol in use (usually only 1), one for ciphertext, and possibly one for modem pass-through commands. The incoming characters from the ciphertext port are input to the first processor. This processor can buffer characters until deciding that the message belongs to it, or deciding that the message is NOT for it, in which case it forwards any buffered characters down to the next link layer processor. When a link layer processor decides that a message belongs or might belong to it, it continues processing until it recognizes the end of the message, or decides to forward it to the next processor.
5.2 Hardware handshaking for serial SCMs

A process is needed in which the SCM manages its interaction with and between Data Terminal Equipment (DTE), e.g., a SCADA host, and Data Communications Equipment (DCE), e.g., a radio modem.

Table 8 describes the nine signals (one signal per connector pin) that are used in most serial communications setups. The signal descriptions and directions are adopted for IEEE P1711. It should be noted that the same pins are used, but may have different labeling based on whether the connector is DTE or DCE. For example, the DTE TXD is pin 2, which means that the DCE (or modem) receives on pin 2, i.e., the terminal talks on the line to which the modem listens.

Table 8 Nine common signals on the RS-232 connector

	25-Pin
	9-Pin
	Signal
	Direction
	Class

	1
	
	Protective Ground
	
	

	2
	3
	TXD
Transmit Data
	PC to Modem
	Data

	3
	2
	RXD
Receive Data
	Modem to PC
	Data

	4
	7
	RTS
Request to Send
	PC to Modem
	Control

	5
	8
	CTS
Clear to Send
	Modem to PC
	Control

	6
	6
	DSR
Data Set Ready
	Modem to PC
	Control

	7
	5
	(Signal) GND
Ground
	
	

	8
	1
	DCD
Data Carrier Detect
	Modem to PC
	Control

	20
	4
	DTR
Data Terminal Ready
	PC to Modem
	Control

	22
	9
	Ring Indicate
	Modem to PC
	Control


Their frequent use (and the disuse of the others) occurred as early as the Teletype terminals and acoustic modems in the 1960s. The other pins are specified but are used in less common applications, such as synchronous serial communications (i.e., mainframe-mainframe links).  These pins became exclusively used for most links as a result of the adoption of the 9-pin connector on the serial/parallel interface card released by IBM in 1984 that provided only these signals.
A simple system in which the host communicates with a CSU/DSU (leased line) potentially permits the use of only three of the lines, TXD, RXD, and GND, under the assumption that the leased line is always on and does not need to signal the state of the line.

A more complex process is involved with modems, especially radio modems. Because of this, the following discussion uses the SCADA radio modem framework. It should also be noted that intermediate devices, like a front-end communications processor, are not discussed here because their function is simply as a proxy to the primary devices that are discussed. Also noted is that this is a representative description developed from various discussions, but that individual manufacturers may develop their own uses for the signals.

There are a minimum of two variations in the management of the host-side radio modem. One is that it is treated in the same fashion as the field radios, i.e., turned on when needed. The other variation assumes that the host radio is always on. This process works only if the host-side transmitter is on one frequency (to which all field receivers are tuned), and the field transmitters are on another frequency (to which the host receiver is tuned).  

Utilization of radio modems is similar to a multi-drop wired configuration, i.e., all the field units listen to the host sending a message. The field unit that was addressed by the host message develops its reply, and then transmits the response so the host radio can receive it.

In operation, the SCADA master station formulates a command, and then sends it to the radio, which transmits it. The transmitter can be always on, ready to send, because no one else is utilizing that frequency. The field device receivers pick up the message, which is sent to each of the SCADA units. The one to whom it was addressed acts on the message, while the others ignore it. When the field device sends its reply back, it needs to activate the radio transmitter before sending, then turning off the transmitter after the message has been sent. Leaving the transmitter on would jam any signal from another field device unit.

The SCADA master station can maintain its signal lines in the state that the field devices uses to transmit its message, so the details of the process will focus on the field device and its interaction with the radio modem.

When both units are powered up and ready to communicate (e.g., serial port communication parameters are set, such as speed, parity, and word length), each asserts its respective line.  The host signals to the modem that it is ready with the DTR signal. The modem signals that it is ready with the DSR signal.  

DCD (sometimes referred to as CD/Carrier Detect) is used to signal the DTE that the DCE is detecting a carrier signal. For radio modems, this indicates that the receiver is detecting the carrier that is being transmitted by another radio modem. Unlike phone line modems, the lack of a received carrier does not necessarily mean that the connection is broken, just that the modem at the "other end" is not getting ready to transmit. As a result, this signal may or may not be monitored by the DTE host or field device.

When the field device is ready to transmit its message, it first asserts RTS to signal to the modem. When the radio modem receives the RTS, it can activate its transmitter, and then assert CTS to signal the field unit that it can begin sending the message. The field device then sends its message, which the radio modem transmits. The field unit then completes the process by releasing RTS. The radio modem sees the RTS change, releases CTS in response, and then turns off its transmitter.

Some radio modems purportedly operating in this manner, assert CTS before the transmitter has reached a stable operating point. As a result, the hardware communicating with the radio modem needs to delay for some period of time after seeing the CTS signal before transmitting, to ensure that the data being sent is not garbled.

At the other end, the radio modem can assert DCD indicating that it is receiving a signal from a field radio modem, then receives the message and passes it on to the SCADA host. When the field radio modem stops its transmitter, the host radio modem can release DCD. The host can be set up to use DCD to signal that it is about to receive something, or can ignore it.

When the SCM is placed between a SCADA unit and its radio modem, it needs to appear to the SCADA unit as a modem/DCE, and needs to appear to the radio modem as a host/DTE or field unit/DTE. This means that the SCM reflects the changes in the signal lines between the two devices, with some additional constraints on timing.  It appears as follows:

SCADA field unit / DTE [——————] DCE / SCM / DTE [—————] DCE / radio modem

Referring to the case of the field device that is ready to transmit, if these lines are used, the SCM sees the DTR from the field device and the DSR from the radio modem. To complete the connection the SCM needs to assert its DSR on the DCE side (appearing as the modem to the field device) and the SCM needs to assert its DTR on the DTE side (appearing as the field device to the modem).
When in operation, the SCM monitors the RTS line from the field unit, instead of the modem. The field device asserts its RTS line as before. When the SCM sees the asserted RTS, the SCM asserts its RTS line so that the radio modem knows that it is about to receive a message that should be transmitted. When the radio modem asserts its CTS to indicate that the DTE can send, the SCM receives this signal. The SCM needs to relay it to the field unit by asserting its CTS line, observed by the SCADA field device. The device then transmits its SCADA message, and then releases its RTS as before.
Note that it is also possible for the SCM to assert RTS to the modem after it is ready to send, some time after the field device asserts its RTS. This would also need other changes in timing.  The approach described in the previous paragraph permits the field unit to recognize that the radio modem is operating.  If this did not occur, the SCM could hide the fact that the radio modem was down, because the SCM is pretending to be the modem to the field unit and everything is working on that side.

Because of the additional processing (SCM message characters, encryption, and message authentication), when the field device releases its RTS, the SCM will be in the middle of transferring the encrypted message to the radio modem. If it were to simply mirror the state of the SCADA master station signals, dropping RTS would cause the radio modem to turn off its transmitter and the last portion of the message would be cut off. At this point, the SCM keeps its RTS asserted until it is done transferring the message through the radio modem. The SCM can then release RTS (go back to reflecting the host's signal lines) so that the radio modem can deactivate its transmitter and release its CTS.
It is probable that the SCM reflecting the CTS line from the radio modem would work in this scenario. If the field device is asserted for longer than normal time, it should not interfere with anything because it is usually only monitored when the field device is preparing to send a SCADA message. However, the SCM could act more closely to the radio modem's actions, i.e., releasing CTS when it sees the SCADA master station RTS released.
5.3 Dial-up modem interaction

When modems are used in support of SCADA operations, the host software addresses the modem via the serial channel to cause it to dial a specified phone number, connect with an answering modem, transfer data, and then disconnect. Modems have almost universally used the AT command set, originally developed by Hayes Computer Products for their Smartmodem series (ca. 1982), and expanded by other modem manufacturers. A benefit of this is control over the modem operation and settings is through the serial connection.

To permit control of these modems via the SCADA master or field device, a SCM needs to transfer modem communications between SCADA equipment and modems untouched. Modems start in Command mode, and once connected switch to On-line mode. SCMs can track this by monitoring the return values from modems; usually the modem returns a "CONNECT" message with optional details about the connection signals that the modem has switched to On-line mode.  When this occurs, the SCM needs to switch to the appropriate SSPP operation to protect the SCADA traffic.

The SCM also needs to recognize when the SCADA device wants to have the modem hang up.  If run exclusively in software, the usual process is to wait 1 second, send "+++", and wait 1 more second, referred to as the Escape Code Sequence. The modem seeing this will "escape" from On-line back to Command mode, at which time it will interpret anything sent to it as a command, such as the command to hang up. To permit this process, the SCM needs to be able to recognize the Escape Code Sequence, and may need to be able to recognize alternate characters, since the modems can be set to use any ASCII character repeated three times as the sequence. Upon recognizing it, the SCM needs to switch back to its own modem communication mode, and then send the Escape Code Sequence. Not recognizing it will cause the SCM to process the Escape Code Sequence as if it were part of the SCADA traffic, encapsulating it and the hang-up command, ensuring that the modem will not disconnect.

An alternative method with hardware handshaking may be used by some systems. The serial Data Terminal Ready signal line is asserted to cause the modem to listen to its local connection in either Command or On-line mode. Once connected with a remote modem, the modem will hang up if the DTR is released. For a SCM to work in this scenario, the SCM needs to forward the DTR status it sees from the SCADA device to the modem, intelligently asserting it even if the field device drops the line if the SCM is in the middle of a longer process such as session establishment.  

To cover the widest number of possibilities, a SCM would need to implement both of these processes.
5.4 Timing consideration for shared connections

SCADA systems using leased lines (or utility owned wires) often utilize multiple field devices connected to an individual line in a daisy-chain or bus topology. This permits one communications port at the SCADA master station to connect to a series of field devices. The line drivers that link the field devices to the line usually use either two or four wires. The following describes what has been observed with these types of connections.

In general, these systems operate in a fashion similar to RS-485. When four wires are used, one pair is set for messages from the SCADA master to the field device, and the other is used for messages from the field device to the SCADA master.  When two wires are used, the single pair is used for messages both ways.  

In the two wire case, each line driver must switch from a listener to a talker when needing to communicate, and must recognize when there is no more data to return to being a listener. One method at causing the transition is to implement a timing delay in the line driver, waiting for a silent period to ensure that the outgoing message is finished before returning to the listening mode. One effect of this is that a talker may not be ready to listen as soon as another unit is ready to talk.  This situation has been observed on RS-485 lines.  As a result, the new listener can miss one or more characters at the start of the message. A SCM designed to operate in this situation should have a user-settable delay to cause it to wait after receiving a message before attempting to send one. In the RS-485 case, it was observed that resetting the RS-232/485 converters to switch faster eliminated the missing characters. Putting in a response delay in the SCM would have achieved the same overall result.  Note, that in the four wire case, there is no switching between talker and listener modes, so this problem would not be encountered.

In either the two-wire or four-wire case, it is possible that hardware handshaking is used in a fashion similar to that with radio modems. For example, the Request To Send (RTS) line may be asserted by the field device to cause the line driver to switch to the talker mode. The line driver may use the Clear To Send (CTS) line to signal the device it is ready to receive the data that should be communicated. Or, the field device may just simply delay for a period to allow the line driver to be in talker mode before attempting to send data. In these cases, it would be desirable for a SCM to be configured to assert the signal lines as necessary, to delay as necessary, or both. The SCM would also need to reflect the status of the line driver back to the SCADA device for its proper operation. The SCM would also need to intelligently communicate with the line driver, asserting RTS after the field device has released it if the SCM is still sending.

Note, that simply asserting the signal lines with such a configuration will cause all the line drivers to switch to talk mode, allowing no one to communicate.
5.5 Design consideration for cipher suites

Design of a cipher suite with no holdback (i.e., relying on another mechanism such as the SCADA CRC to determine the legitimacy of the message) is significantly difficult, and should be attempted only after careful study by cryptographic experts. For example, a number of attempts at providing SCADA encryption concurrent with the AGA 12 compliant field test configurations and review by the US national laboratories were subsequently shown to have easily circumvented security.

5.6 Side channel design considerations

Implementation of SSPP shall take into account the potential for side-channel attacks; e.g., determining critical security parameters from noting differences in timing. Anyone implementing an IEEE P1711 compliant cryptographic module should be conversant with the available literature on the identified and suggested attacks, to be able to include countermeasures in the design of the module.

5.7 Session clock considerations

There is the potential for use of high-resolution clocks in attacking AES implementations in cryptographic modules. To address this, it is suggested that cryptographic modules permit the use of resolutions that are in agreement with the needs of the session-relative clocks, and do not permit use of resolutions significantly higher. An example of an excessive clock resolution is one that is an order of magnitude greater than the bit rate of the communications channel.
5.8 Multi-thread, multi-process and other design considerations
The design of a cryptographic module shall take into account the potential for conflicts within the various functions within the module. In addition to the requirements of FIPS 140 2, good programming practice should account for the potential of problems such as failed memory allocations and missing or garbled messages between modules, and the proper handling of shared resources between multiple threads or processes.
� This standard is contingent upon completing IEEE P1689.


� Interviews with utility engineers provided the guidance that AGA 12-2 implementation should not introduce more than 20% reduction in polling frequency; e.g., if the nominal polling frequency was every 5 seconds, adding AGA 12-2 devices should not increase the polling frequency to more than every 6 seconds. 
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