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Abstract

This document is a response to the Call for Applications by the HRSG of IEEE P802.15 [1]. The purpose of the document is to establish spontaneous hidden computing as an important application paradigm to be supported by the WPAN technology developed under the auspices of IEEE P802.15 HRSG. Based on a few usage scenarios, it discusses the characteristics of spontaneous hidden computing and relates them to the technical criteria described in “High Rate Selection Criteria for CFA/CFP”, IEEE P802.15-00/007r4” [2].
Introduction

The recent past has seen a proliferation of end-user information appliances --- most prominently cellular phones and personal digital assistants (PDA). This trend is likely to continue or even accelerate for some time in the future. As users carry or wear multiple such devices, networking of these devices becomes imperative and further increases their aggregate usefulness. The need for a wireless personal area networking (WPAN) technology has been recognized for some time now and respective developments are under way. Such an infrastructure can only develop its full potential if it is ubiquitous, and ubiquity implies some sort of a standard (de facto or de jure).  Several standardization and specification efforts are ongoing, including the Bluetooth Specification by Ericsson, IBM, Intel, Nokia, and Toshiba [3] or the work of IEEE 802.15 WPAN Working Group [4]. In addition to these wireless personal area networking technologies, which typically are characterized by a short range of approximately 10-20 meters, wireless local area or wireless residential area technologies such as IEEE 802.11 [5], ETSI HiperLAN [6] or SWAP HomeRF [7], ShareWave [8], Diamond HomeFree [9], Alation HOP [10], etc. exist. These are technologies to which personal area networking technologies are likely to bridge.

The combination of information appliances with wireless networking enables a whole range of new applications and usage scenarios, many of which have already been described elsewhere, e.g,  [11], [12]. In this document, we focus on a particular class of usage scenarios called spontaneous hidden computing. In the next section, we introduce spontaneous hidden computing and illustrate its nature based on a few scenarios. We then proceed and discuss the characteristics of spontaneous hidden computing, pointing out issues that influence the priority of and requirements for the technical criteria described in [2]. Finally, we discuss a subset of these technical criteria and formulate requirements for them from the standpoint of spontaneous hidden computing.

Spontaneous Hidden Computing Scenarios

Spontaneous hidden computing refers to situations in which end-users are unaware of the computing taking place. Typically, the user has at some point in time prepared for the computing to occur by installing, configuring and personalizing an application but is oblivious of its actual execution. Execution of the application is typically triggered by the occurrence of a particular event carried via the wireless connectivity. In many situations, the mere fact that there is wireless connectivity will trigger the application. The application may alert the user once a result has been obtained or it may merely prepare for the situation when the user is actually looking for the result.

Let us examine some concrete usage scenarios to elucidate how spontaneous hidden computing plays in a world of information appliances with untethered connectivity and high mobility.

Personal Information Management

Personal information management (PIM) refers to a set of applications such as e-mail, address book, calendar, to-do or task lists, shopping lists, user preference profiles, etc. Today these applications are typically jointly hosted in information appliances (organizers and PDAs) and laptop and/or desktop computers. They come with a connectivity kit that enables the synchronization of the information between the various devices. Synchronization is an act that needs to be explicitly carried out by the end-user. As the density of information appliances increases, PIM data find their way into new devices (cellular phones, wrist watches, home and car PCs, home and car entertainment equipment, etc.). Keeping the information synchronized across this wide set of devices gets increasingly cumbersome. The situation becomes even more severe as groupware applications such as group calendaring and workflow systems allow multiple parties to update a person's calendar or task list. For the end-user, synchronization thus becomes a task of its own. WPAN can remedy the situation because it makes the synchronization implicit, thus “hiding” it from the user. The following scenario illustrates this transparency.

A daily life scenario: You have just left your home and are driving to work as your phone indicates with a beep the arrival of a message. Your wife asks you to buy some flowers and bring them to dinner at your mother-in-law's place tonight. Whereas you might well forget the task after a day's worth of work, you rest assured to be reminded because your phone has transferred the appointment message both to your PDA and to your wrist watch. In the office you switch on your desktop and start working through a lengthy inbox of e-mails. Suddenly, a popup window alerts you that you have a conflicting calendar entry. Your secretary has scheduled the video broadcast of your CEO's annual kickoff speech, which happens to collide with the allocated time to shop for the flowers. As you are reasonably familiar with the “We've had an outstanding year, but this does not mean that ...” speeches, you are confident that you can forgo it. ... In later that afternoon, you're engaged in a lively discussion in your colleague’s office, when the alarm of your wrist watch goes off, reminding you to leave.
Information Kiosk

Almost daily we find ourselves in situations where we could profit from context-related information, information that we have neither asked for explicitly nor that we expect, but that nevertheless proves useful once it's available. Already today, information kiosks supply visitors of exhibitions, museums and entertainment parks with context-related information.Visitors must walk up to these kiosks in order to collect the information, often spending boring minutes standing in the queue in front of it. In contrast, WPAN allows information kiosks to push information to the visitor’s information appliance. The information can be even personalized based on time, age, gender, user preference profiles, etc. As the user and his information appliance come within radio range of the kiosk, the kiosk may try to obtain user-specific context information and subsequently push tailored information to the device. The availability of context-relevant information may trigger a respective alert to the user (e.g., visitor information in the museum) or, alternately, the information may simply be cached in the appliance with some adequate time-to-live (e.g., train schedules at the station). Info kiosks are deployable in virtually any domain: shops and malls, company or university campuses, historical sites, entertainment parks, city traffic information, airports, etc. Let's look at an airport scenario in more detail.

A daily life scenario: You’re driving to the airport to leave for a business trip when your car information system alerts you of a traffic jam on your route. Unfortunately, there’s nothing you can do to avoid being hold up. Alarmingly late, you finally arrive in the airport car park. You leave your car and rush to the elevator. While you are changing floors, the airport passenger information system reads out your ticket information from your e-wallet. Still in the elevator, the alarm of your wrist watch indicates the arrival of a message. As you hurry towards the departure hall, you read on your watch display that you should proceed directly to gate A37. At about the same time, the security guards at the entrance to terminal A get notice of your late arrival. As you walk up to the checkpoint, they give you expeditious treatment. Bypassing the queue you pass the checkpoint and proceed to the gate where the hostess is already waiting for you. Minutes later, you are sitting breathless in the plane, wishing you had listened to your wife this morning who urged you to take the subway.

Matchmaker

We often find ourselves in the role of a consumer looking for some “thing” but have no clue how or where to get it. On the other hand we are quite convinced that there must a fair number of producers providing exactly that “thing”. Obviously, there's a vacuum between consumers and producers. WPAN combined with a distributed matchmaking application can fill this vacuum. The matchmaking application  allows on the one hand the producer to specify the “things” he provides along with the terms under which they can be obtained and, on the other hand, lets the consumer specify the “things” he’s looking for and the conditions of acceptance. The matchmaking application produces an alert whenever two or more hosting devices detect a match. Let’s look at an example of how this might work.

A daily life scenario: Your 11-year old daughter has outgrown the mountain bike you bought her two years ago for respectable $800. Wouldn't it be nice if you could recover some of that money by selling the bike? You decide that $300 would be a fair price. You enter your offer into the matchmaker application on your home PC. The next day you go to a big shopping mall to do the weekend shopping. While you're standing in the queue in front of the cashpoint your smart phone starts to beep. You check its display: it's the matchmaker that is alerting you of a match for your bike offer and displays the address details of the person interested in your daughters’s bike. You decide to call the person immediately. You simply push the dial button and moments later you are connected with the potential buyer, who --- only minutes ago --- has left the same grocery store. You arrange for an appointment with the person later that day at your place. The bike appeals and you close the deal.

Discussion

Given these scenarios, we can establish a set of characteristics of spontaneous hidden computing worth further discussion. In particular, these characteristics relate to a subset of the technical criteria as described in [2]. In this section, we shall first discuss the characteristics and in the next section relate them to the technical criteria.

Spontaneous hidden computing applications exhibit the following characteristics:

· Distributed: Multiple information appliances interact via the WPAN.
· Proximity-bound: The limited radio range of the WPAN defines a location context that can be used by the application to provide context-related semantics.
· Spontaneous: Interaction with a peer device is triggered upon discovery of that device and its services (applications).
· Transient: The duration available for possible interactions between information appliances is limited to the period that the devices are within wireless range. Relative mobility of devices can make this period arbitrarily small.
· Ad hoc: Any appliances engage in application transactions irrespective of whether they have met before.
Let us look at some of these characteristics in more detail:

Spontaneous hidden computing applications are typically distributed, multi-device  applications. Depending on the environment and the wireless range, the number of devices that can potentially interact with one another at a given instant can easily exceed 100 (imagine public areas such as airports, train/subway stations, stadiums, etc.).

Execution of spontaneous hidden computing applications is triggered by the discovery of other nearby devices and application services that they offer. Stationary devices can represent a location context that is equivalent to their wireless range. A way to control the transmit power provides for fine-tuning of this location context.

The transient nature of spontaneous hidden computing, which limits the time available for application-related transactions to complete, is probably the most crucial characteristic. The execution of a spontaneous hidden computing application comprises a number of activities, each adding to the total execution time tE required. These activities include: (1) discovering a peer device or an existing network; (2) creating or joining a network; (3) discovering (all) peer application entities (service discovery); (4) connection establishment (including parameter negotiation); (5) transaction execution; (6) disconnection. The execution time must be set in contrast to the interaction window tW , which is the time available for the application transactions to complete. Assuming a mobile scenario with relative device velocity v and a wireless range r, the maximum (best case) interaction window is given as tW = 2r/v. The following table illustrates the duration of the interaction window for a number of mobility situations:





Velocity (v)


Wireless Range (radius r)








10 m

20m 

30 m

Person moving slowly

1 m/s


20 sec

40 sec

60 sec
Person moving quickly 

4 m/s


5 sec

10 sec

15 sec
Two persons crossing slowly 
2 m/s


10 sec

20 sec

30 sec
Car moving slowly 

50 km/h


1.44 sec
2.88 sec
4.32 sec
Two cars crossing slowly
100 km/h

0.72 sec
1.44 sec
2.16 sec
For spontaneous hidden computing to be feasible, the following equation must hold:



tE (execution time)  <  tW (interaction window) = 2r/v . 


(1)

Let’s look at the variables in this equation: The inequality cannot be enforced by changing the relative velocity v as this would violate the unawareness principle of spontaneous hidden computing. By definition, spontaneous hidden computing leaves the user unaware of the computation taking place. As a consequence, the user must not be forced to change his or her movement, to slow down, or change direction for application interactions to complete successfully. Therefore, the velocity v should be considered fixed and its maximum (equivalent to the worst case) is determined by the degree of mobility one intends to support.

The next variable in the equation is the wireless range r. The interaction window increases linearly with the range, which suggests making the range large. However, increasing the range implies a higher transmit power, which adversely affects the battery life time of the information appliance. In addition, increasing the range bloats the location context, which reduces the precision of location-sensitive semantics.

This leaves us with the left-hand side of the equation, the execution time tE. The execution time can be minimized by minimizing each of its constituent parts, i.e., the time to discover a peer device or an existing network, the time to create or join a network, the time to discover (all) peer application entities (service discovery), and the time for connection establishment, transaction execution and disconnection.

This concludes our discussion of spontaneous hidden computing characteristics. The issues raised make it clear that for spontaneous hidden computing to succeed one has to carefully choose certain design points of the supporting WPAN technology. 

Technical Criteria and Requirements

Reference [2] is a preliminary attempt to formulate a comprehensive set of technical criteria and respective requirements for the High-Rate WPAN MAC and PHY. Some of these criteria are directly affected by our considerations made about spontaneous hidden computing. In this section, we will visit some these criteria, add new ones and, where appropriate, formulate requirements that guarantee the needs of spontaneous hidden computing.

Topology

In contrast to wireless LANs where infrastructure networks are the common case, WPANs are more often spontaneous, ad hoc networks between peers not relying on any fixed infrastructure. We therefore believe that a distributed MAC mechanism and any-to-any (broadcast) communication at the PHY can best support the ad hoc nature. Providing peer-to-peer networking on top of a point-to-multipoint PHY/MAC can create considerable overhead.
 In addition, the availability of physical broadcast communication facilitates fast application service discovery.

Delivered data throughput

Depending on the type of application, the interactions between peer application entities may be complex and the amount of data exchanged can be considerable. High data throughput enables this to take place within the possibly short interaction window available with spontaneous hidden computing.

Number of high-rate channels or simultaneous users per band

In extreme environments, the number of network nodes can easily exceed 100. The MAC should possibly support on the order of a few hundred simultaneous connections with graceful degradation in the throughput seen by each individual node.

Radio range (open field/in-building)

With regard to location context, a short range provides better granularity. With regard to mobility, in particular high relative velocities, a large range increases the interaction window. Ideally, the radio range is adjustable via the PHY sublayer management interface.

Ease of use

Ad hoc spontaneous hidden computing requires zero-configuration operation (see also Security below).

Network detection

Detection of a nearby device or network should be virtually instantaneous. The precise requirement depends on the degree of transience one aims to support. The discussion about the interaction window suggest that network detection time be kept as small as possible. A value of less than 0.5 seconds would meet the requirement for slowly moving cars.

Attach time

For the attach time similar considerations apply as for Network detection. Again we suggest that the attach time be kept below 0.5 seconds.

Power control

Similar considerations apply for power control as for radio range. In addition, power control enables spatial frequency reuse in situations with high device densities.

Security

Zero-configuration operation and security are not compatible. Link-level security usually requires initial configuration (establishing of a shared secret) for authentication and encryption. Link-level security should be defined, but its use should be optional and/or negotiable. This would meet the needs of ad hoc application scenarios as well as “canned” applications between a user’s private devices (laptop, cellular phone, PDA).

Authentication

See Security.

Proximity measure

Proximity-bound service provision would profit from a way to estimate the relative distance to neighboring devices. Ideally, this measure is available to the application via the PHY sublayer management interface. The application could use it to arbitrate between near and far service-offering devices.
 

Conclusions

We presented spontaneous hidden computing as an emerging paradigm for the sort of distributed applications deployable with WPANs. Our analysis of the characteristics of spontaneous hidden computing identified a number of crucial design points of WPANs. We related these design points to the set of technical criteria proposed by the P802.15 working group, which are applicable in the evaluation process of proposed technology for the High-Rate WPAN MAC and PHY. Thus, we hope to have contributed to the definition of relevant criteria that will guarantee the development of a WPAN technology supportive of the spontaneous hidden computing paradigm.
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�This fact is evident in the present state of the Bluetooth specification where the definition of link management procedures to support any-to-any communication in piconets and scatternets is still missing.


�Bluetooth requires on the order of 10 to 30 seconds to discover nearby devices depending on traffic load and link quality. This prevents the use of Bluetooth in transient ad hoc scenarios as described in this document.


�For instance, with W-OFDM, an estimate of the propagation time between the transmitter and receiver could be derived from the group delay of the frequency response.
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